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1
Introduction

RAN#54 initiated a work item on UL MIMO and 64QAM for HSPA [1]. The E-TFC selection and power-scaling rules for UL MIMO have been discussed in many RAN1 contributions since then. A recent email discussion captured a number of common agreements on these rules [2], and also mentioned some aspects that were still left to be decided on. In this contribution we suggest proposals regarding these and other remaining aspects of E-TFC selection.
2
Rate-matching and minimum TBS for rank 2
The rate-matching algorithm to be used during rank 2 transmissions has not been explicitly agreed on yet. However, it has been agreed that rank 2 transmissions must use the 2xSF2+2xSF4 spreading factor configuration on both primary and secondary streams. With this in mind, several approaches are possible:

a) A common working assumption of several previous proposals has been to exactly re-use the current SIMO algorithm on each stream to determine the spreading factor and modulation scheme as a function of the TBS on that stream.  Rank-1 fall-back is enforced whenever the TBS on either stream is mapped by this algorithm to a spreading factor configuration different from the 2xSF2+2xSF4 configuration.

b) A variation of approach (a) above is to allow the algorithm parameters PLnonmax and/or PLmax to be different for the secondary stream (during rank 2), the primary stream (during rank 2), and the single stream (during rank 1). Thus, the mapping between TBS and spreading factor would be different for the two streams and would depend on rank. Since there could be situations where a packet retransmission is switched from the secondary to the primary stream due to rank-1 fallback, this in particular means that rate-matching and spreading factor could then be different for different retransmissions of the same packet (depending on the rank used during each retransmission).
c) A further variant of (b) is based on the observation that the choice of these algorithm parameters ultimately translates to a minimum TBS that is mapped to 2xSF2+2xSF4. Thus, it suffices to specify this minimum TBS directly instead of specifying these algorithm parameters. The algorithm is then needed only to determine the modulation scheme, which could be done just as in approach (a) or (b). This allows more flexibility in the choice of the minimum TBS than would be allowed by approach (b). Note that the two spatial streams may differ in both the value of minimum TBS as well as its method of specification (explicit TBS value, or implicitly via the rate-matching algorithm as the minimum TBS mapped to 2xSF2+2xSF4).
d) Finally, an extreme special case of (c) is to avoid the minimum TBS requirement altogether, by setting the minimum TBS to the smallest allowed E-DCH TBS.

The motivation for the generalizations (b,c,d) as opposed to the simple rule (a) is the fact that the minimum TBS restriction for rank 2 could sometimes prevent some otherwise safe and useful rank 2 transmissions. For example, it is possible that a rank 1 transmission of a large packet may be inefficient compared to a rank 2 transmission in which a small number of bits (eg, 500 bits) of the large packet are moved to the secondary stream instead. If the minimum TBS limit is large (eg, around 3000), this would be disallowed. As another example, when scheduled with rank 2, if UE buffer limitation results in insufficient data to populate the secondary stream to the minimum TBS limit, the UE is then forced to either apply a possibly large bit-padding to meet this limit or to fall-back to rank 1 and thus delay the emptying of the UE buffer.
However, as observed in [2], it has also been pointed out that there are situations where it is useful to have the requirement of minimum TBS on each stream for rank 2. For example, a very small packet on the primary stream will result in a small gain factor, which is also used on the secondary stream and could thus hamper a retransmission of a large packet on the secondary stream. This situation would be prevented by the minimum TBS requirement. Another situation involves a power-limited UE scheduled with rank-2 transmission. In absence of a minimum TBS requirement (or with very low minimum TBS), such a UE could end up still transmitting with rank-2, but using TBS and power on each stream which is so much reduced compared to the original grants that it would have been more efficient to fall back to rank 1 instead. A new rank 1 fallback rule is necessary in such a situation to prevent this inefficiency.
In the light of the above tradeoffs, we propose that the notion of a minimum TBS for rank 2 is required in the UL MIMO design, and that option (c) with a configurable minimum TBS allows the best flexibility for the network to make these tradeoffs. However, there does not appear to be a compelling case for having a different minimum TBS on the two spatial streams. Thus, we propose the following:
Proposal 1: UE can only make rank 2 transmissions if the TBS on each stream is not less than a minimum TBS value for that stream. The UE should transmit with rank 1 applying the relevant rank 1 E-TFC selection rules whenever the grants actually indicate rank 2 but transmitting rank 2 by following the rank 2 E-TFC selection rules would result in a violation of this rule.
Proposal 2: The minimum rank 2 TBS is configurable by upper layers and is identical on both streams.
Proposal 3: The existing rate-matching algorithm that determines the spreading factor and modulation scheme based on the TBS continues to be used during single stream (rank 1) transmissions. It is also used separately on each stream during rank 2 transmissions, but only to determine the modulation scheme. The spreading factor is always the 2xSF2+2xSF4 configuration, and the algorithm starts with SET0 (set of possible number of total available bits per TTI) which only includes the values supported by this configuration.
3
Handling of non-scheduled grant when rank=2
The procedure for accounting of the non-scheduled grant during the E-TFC selection has not yet been finalized. Non-scheduled grants are used to make non-scheduled transmissions which could often carry important control information and are thus only allowed on the primary uplink frequency. The same reasoning suggests restricting these transmissions to the primary spatial stream during rank 2 transmissions. Thus, they can only be made when the primary stream does not carry a retransmission. During rank 1 transmission we could follow the legacy rules; new rules are needed when transmitting with rank 2. The existing rules for handling non-scheduled grants with two uplink frequencies are not conducive to re-use for the case of two spatial streams. This is because they involve power allocation across the two frequencies, whereas the UL MIMO design requires equal power for the data channels on the two spatial streams.
We first summarize the current handling of non-scheduled grants for SIMO in the case of single uplink frequency. Non-scheduled grants are specified in units of bits. When UE is not power or buffer limited, the TBS corresponding to the serving grant is added to the sum of all the non-scheduled grants. The resulting TBS is transmitted with power corresponding to its associated beta-factor. If the UE is power and/or buffer limited, the TBS used is the smallest one that allows the buffer to be emptied if the UE has enough power to send that TBS with its associated beta factor, and the largest TBS that the UE can send with its available power otherwise. The TBS thus chosen is then populated with bits from the various MAC-d flows in order of priority, with the constraints that the number of data bits corresponding to the scheduled grant should not exceed the TBS corresponding to the scheduled grant, and similarly, the number of data bits corresponding to the non-scheduled grant on each flow should not exceed the non-scheduled grant on that flow.
In the case of UL MIMO, the following options are possible to handle non-scheduled data transmission when grants indicate rank 2 transmission and the primary stream does not carry a retransmission:
a) Fall back to rank 1 and apply the current procedure whenever data bits corresponding to a non-scheduled grant have to be transmitted. This is only possible if neither stream carries a retransmission, thus limiting the opportunities for transmitting the non-scheduled data. Further, it could limit the UL MIMO throughput gains by limiting the opportunities for rank 2 transmission.

b) The TBS on the primary stream is determined by adding the TBS corresponding to the serving grant to the sum of all the non-scheduled grants. The beta factor associated with this TBS determines the power level on both the primary and the secondary stream data (i.e., on E-DPDCH and S-E-DPDCH). If the secondary stream also does not carry a retransmission, then this power level is offset by the secondary stream grant offset (carried on S-E-AGCH) and then mapped to the new secondary stream TBS. In case of power and/or buffer limitation, the E-TFC selection rules are applied just as in the case when there are no non-scheduled grants (eg, as in [2]) and the scheduled grants correspond to the TBS on the two streams that are selected as above. The UE data buffers are used to first fill the primary stream transport block and then the secondary stream transport block, with the constraint that non-scheduled data bits can only be carried on the primary stream, in addition to the constraints that the number of bits of scheduled data on the primary stream cannot exceed the TBS corresponding to the primary stream grant, and the number of bits of non-scheduled data for each MAC-d flow cannot exceed the corresponding non-scheduled grant. There is no additional constraint on the number of bits on the secondary stream, and this number thus equals the TBS selected on this stream based on the above rules.
c) A variant of option (b) involves first reducing the TBS corresponding to the primary stream grant by an offset and then following option (b). The offset is configured semi-statically and could be a fixed number of bits, or could be specified in terms of power offset to be applied to the primary stream T2P grant before mapping it to a TBS whenever non-scheduled data has to be transmitted. The offset could also depend on the non-scheduled grant (eg, offset = number of bits which is half the sum of the non-scheduled grants). 
In option (b), the presence of non-scheduled data could cause the TBS on both streams to increase compared to their values based on only the scheduled grants. In absence of power and buffer limitations, the primary stream TBS increases to accommodate the non-scheduled data, and the secondary stream TBS increases correspondingly based on the associated new beta factor. Both streams have an increased power level and thus increase the ROT at the NodeB. Hence, the NodeB scheduler has to budget for this additional ROT impact when non-scheduled data are sent during a rank 2 transmission. In the case of DC-HSUPA, one of the advantages of restricting the non-scheduled transmissions to the primary uplink frequency was to avoid budgeting of this ROT impact on both the uplink carriers (the budgeting is only needed on the primary carrier). In the case of UL-MIMO, the constraint that both spatial data streams have the same power forces this additional ROT impact due to the second stream even if the non-scheduled data is restricted only to the primary stream. However, the impact may not be as severe as in the case of DC-HSUPA because the secondary stream is usually much weaker.
The idea of using the primary stream offset reduction in option (c) is to reduce this additional ROT impact during rank 2 transmissions. The associated cost is a reduction in the number of scheduled data bits on the primary stream (compared to the scheduled grant), which is partly made up by the increased secondary stream TBS. As an extreme case, if the offset is chosen to equal the sum of the non-scheduled grants, then in absence of any buffer limitations, the TBS on both streams are chosen exactly as if non-scheduled grants were not present, and there is no additional ROT impact from either stream due to the non-scheduled data. However, the number of scheduled data bits on the primary stream is reduced compared to the scheduled grant.
Since NodeB scheduler usually determines the UEs transmit rank, the offset reduction used in option (c) can equivalently be achieved by a NodeB algorithm that appropriately reduces the scheduled grant whenever the NodeB signals rank 2. The only situations where this is not equivalent to option (c) is when the UE autonomously falls back to rank 1. In this case, option (c) could allow the UE to transmit a larger TBS. However, the gains from this do not appear sufficient to justify the additional complexity of option (c).
Proposal 4: The non-scheduled data is always carried on the primary stream, and thus is only sent if the primary stream does not carry a retransmission.

Proposal 5: Option (b) as described above is used to define E-TFC selection in presence of non-scheduled grants for rank 2 transmissions. The legacy rules are used for rank 1.
2
S-E-AGCH interpretation

The S-E-AGCH carries information that determines the secondary stream TBS. 
The agreement from previous meetings has been that the S-E-AGCH carries a power offset. However, in order to analyse this further, we consider two options:

a) The S-E-AGCH carriers a power offset, and the secondary stream TBS is obtained by applying this offset to the primary stream power gain factors and then mapping the resulting power gain factor to a TBS.
b) An alternative proposal that has also been mentioned earlier is that the S-E-AGCH carries a secondary grant, interpreted just as the primary grant and directly mapped to a TBS.

The advantage of approach (a) is that it unifies and simplifies the specification of all the corner cases involving power and/or buffer limitations. When primary stream beta-factors have to be scaled down due to these limitations, the secondary stream TBS automatically reduces, since the S-E-AGCH power offset is then applied to the new scaled-down beta-factors. In the alternative approach (b), the same functionality can be achieved by first scaling down the secondary stream grant (interpreted as a power level) by the same factor used on the primary stream, and then mapping the scaled grant to a TBS. The implementation complexities are likely to be comparable for both approaches, but approach (a) is conceptually easier to describe in a specification.
On the other hand, the advantage of approach (b) is that the S-E-AGCH interpretation becomes identical to that of E-AGCH. Thus the set of possible secondary stream TBS values that results from this is identical to that obtained in the current SIMO specification. With approach (a), since the offset is with respect to the current primary stream gain factors, achieving the same or similar set of possible TBS values requires the offset to have both positive and negative dB values. This would require an additional bit to indicate the sign of the offset, and thus a change of S-E-AGCH encoding. It is possible to reuse the E-AGCH grant scope bit for this purpose on the S-E-AGCH and thus preserve the encoding, but this would conflict with the proposal to use this bit to signal rank. This conflict may be acceptable given that rank could also be signaled by other means – for example, re-interpretation of the S-E-AGCH index values that correspond to ‘Inactive’ or ‘Zero-grant’ signals on E-AGCH, or alternatively, by signaling a TBS value that violates the configured minimum TBS required on the secondary stream, assuming there is at least one such TBS.
If an additional bit is not used to indicate the sign of the offset in approach (a), then the range of offsets must somehow be restricted. One approach is to reduce the granularity of the offsets but cover both positive and negative offsets (eg, -15dB to +15dB). This will ensure full coverage of the range allowed today independent of the primary stream TBS, but with reduced granularity. Further, in many cases, it provides unnecessarily large or small TBS – for example, if the primary stream is already using the maximum possible TBS, all positive power offsets are then unnecessary. This problem cannot be resolved by making the offset dependent on the primary stream gain factors, since that is essentially equivalent to approach (b). Another alternative is to preserve the granularity but disallow positive offsets. In that case, when the primary stream uses the maximum possible beta factors, the set of possible secondary stream beta factors is similar in both range and granularity to that specified by the current E-AGCH. If the primary stream uses smaller beta factors, then the lower end of the range is further reduced; this may be unnecessary as the lower limit on the TBS may already be reached. Also, the ability to signal a larger TBS on the secondary stream compared to the primary stream is lost. Although the secondary stream is usually weaker, this ability may still be desirable in case of change of channel fading during a retransmission.
Considering the above alternatives, the preferred scheme to use in case of approach (a) could be somewhere in between the above extremes: The granularity is preserved, and the range of offsets is biased to have only a few positive values and many negative values. The existing E-AGCH mapping is shown in Figure 1; we see that the plots are roughly linear with approximately 1dB step-size. This motivates the following definition of S-E-AGCH encoding:
Table 1: Mapping of S-E-AGCH power offset grant value
	Power offset in dB
	Index

	4
	31

	3
	30

	2
	29

	1
	28

	0
	27

	-1
	26

	-2
	25

	-3
	24

	-4
	23

	-5
	22

	-6
	21

	-7
	20

	-8
	19

	-9
	18

	-10
	17

	-11
	16

	-12
	15

	-13
	14

	-14
	13

	-15
	12

	-16
	11

	-17
	10

	-18
	9

	-19
	8

	-20
	7

	-21
	6

	-22
	5

	-23
	4

	-24
	3

	-25
	2

	ZERO_GRANT*
	1

	INACTIVE*
	0


NOTE *:

Interpretation of these values is same as that of corresponding values in E-AGCH.
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Figure 1: E-AGCH interpretation
Proposal 5: Consider choosing option (b) for the signalling of the S-E-AGCH. If option (a) is still the preferred option, and the signalled value in the S-E-AGCH should be a power offset, then the mapping of S-E-AGCH power offset to the grant value for computing the TBS, in Table 1 is adopted.
3
Conclusion
We have proposed solutions to open issues in the UL MIMO design involving E-TFC selection, rate-matching, handling of non-scheduled grants, and interpretation of S-E-AGCH.
Proposal 1: UE can only make rank 2 transmissions if the TBS on each stream is not less than a minimum TBS value for that stream. The UE should transmit with rank 1 applying the relevant rank 1 E-TFC selection rules whenever the grants actually indicate rank 2 but transmitting rank 2 by following the rank 2 E-TFC selection rules would result in a violation of this rule.

Proposal 2: The minimum rank 2 TBS is configurable by upper layers and is identical on both streams.

Proposal 3: The existing rate-matching algorithm that determines the spreading factor and modulation scheme based on the TBS continues to be used during single stream (rank 1) transmissions. It is also used separately on each stream during rank 2 transmissions, but only to determine the modulation scheme. The spreading factor is always the 2xSF2+2xSF4 configuration, and the algorithm starts with SET0 (set of possible number of total available bits per TTI) which only includes the values supported by this configuration.
Proposal 4: The non-scheduled data is always carried on the primary stream, and thus is only sent if the primary stream does not carry a retransmission.

Proposal 5: Consider choosing option (b) for the signalling of the S-E-AGCH. If option (a) is still the preferred option, and the signalled value in the S-E-AGCH should be a power offset, then the mapping of S-E-AGCH power offset to the grant value for computing the TBS, in Table 1 is adopted.
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