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1
Conflicting Requirements in E-TFC Selection Data Prioritization
At RAN2 #57 and RAN2 #58 it was proposed to change E-TFC multiplexing rules to resolve conflicting requirements specified in 25.321.

In the most recent proposal [1] “the main problem found” was the “conflict against the E-TFC selection requirement, which requires the MAC to choose the data to be sent in a way that maximizes the transmission of higher priority data”. This requirement is in fact stated several times in the MAC specification [2] normative text:
“RRC can control the scheduling of uplink data by giving each logical channel a priority between 1 and 8, where 1 is the highest priority and 8 the lowest. E-TFC selection in the UE shall be done in accordance with the priorities indicated by RRC. Logical channels have absolute priority, i.e. the UE shall maximise the transmission of higher priority data.”

The specific case identified in [1] that conflicts with the absolute priority requirement, was the case of high priority scheduled data and low priority non-scheduled data. The problem identified in [1] for this case is “high priority is cut” when transmission is grant limited. The following is the “summary of the expected behaviors” identified in [1]:
EXAMPLE 1

HIGH PRIORITY

LOW PRIORITY

Non-Scheduled


Scheduled




PRESENT TEXT (?)

AFTER CLARIFICATION

A1) Grant limited

Low priority is cut

Low priority is cut

B1) Power limited
Low priority is cut

Low priority is cut

C1) Data limited

Possibly no cut


Possibly no cut
EXAMPLE 2

HIGH PRIORITY

LOW PRIORITY

Scheduled


Non-Scheduled




PRESENT TEXT (?)

AFTER CLARIFICATION

A2) Grant limited

High priority is cut

Low priority is cut

B2) Power limited
Low priority is cut

Low priority is cut

C2) Data limited

Possibly no cut


Possibly no cut

In [1] to correct this inconsistency in UE requirements it is proposed “logical channel priority requirement should prevail over the scheduled/non-scheduled characteristic of the data”.

In the MAC specification [2] it is very clear that independent grant mechanisms are specified for scheduled and non-scheduled data. For example in [2] it is specified: “For all logical channels, if the logical channel belongs to a non-scheduled MAC-d flow, its data shall be considered as available up to the corresponding non-scheduled grant, if the logical channel does not belong to a non-scheduled MAC-d flow, its data shall be considered as available up to the Serving Grant”. Scheduled and non-scheduled are mutually exclusive. Scheduled data can not use a non-scheduled grant and non-scheduled data can not use a non-scheduled grant. 
Anytime high priority data is grant limited and lower priority data has a grant the requirement to maximise the transmission of higher priority data will not be satisfied. For example when the serving grant does not support all buffered scheduled data of higher priority then any non-scheduled data there will be a conflict between what is specified for the independent grant mechanisms and the requirement to maximize transmission of the highest priority data. 

It appears there are only two choices to remove this conflict. Either refine the multiplexing priority statement to state absolute priority is applied within each traffic type (i.e. scheduled and non-scheduled), or rework the existing grant mechanisms so that they do not work independently. 

It was proposed in [1] that a change to quantization logic that aligns the amount of multiplexed data with the allowed E-TFC sizes would correct the inconsistency in UE data multiplexing requirements. On first pass this seams like a small corner case when compared against the effect of having two independent scheduling mechanisms.

Furthermore it is very important to note quantization is not applied in the available data or power limited cases – quantization is only applied and it only makes sense to apply when multiplexing is grant limited. And as stated above when high priority data is grant limited the absolute prioritization requirement is not satisfied. Therefore in addition to not addressing the main cause of the requirement conflict, the change proposed in [1] for quantization actually does result in eliminating any scenario where the requirement conflict may have occurred. This can be seen above in example 2A. The one case where the quantization issue arises the UE is anyway grant limited and will not maximize transmission of high priority data.
Conclusion: The only way to resolve the apparent data prioritization requirement conflict without drastically reworking the existing scheduled and non-scheduled grant mechanisms is to qualify the existing E-TFC data multiplexing requirement so that it is clear that prioritization is applied within the traffic type (i.e. scheduled or non-scheduled). 
Proposal: For each reference to maximizing transmission of higher of higher priority data it is proposed to clarify that the prioritization is applied separately for scheduled and non-scheduled data.
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E-TFC Selection Data Quantization
Quantize scheduled and/or non-scheduled?
Quantization is applied to better utilize the selected E-TFC payload size. The combination of scheduled, non-scheduled and SI are adjusted to closely as possible match a selected E-TFC size.  
It is important to note quantization is only applied when multiplexing is grant limited, and never applied when multiplexing is available data or power limited. 
Currently we have specified that the scheduled payload allowed by the serving grant (taking into account the selected power offset and adjustment for compressed frames) to match a selected E-TFC size minus the amount non-scheduled data and SI if this data exists in this TTI. Note that the amount of non-scheduled data depends on available data, not just the non-scheduled grant. This small point could be further clarified in the normative text of the MAC specification [2].
One reason we have specified only the amount of scheduled data is adjusted is because of the dynamic nature of the scheduling mechanism. The Node-B scheduler continuously optimizes UE serving grants (SG) to support scheduled data requirements identified in SI and the HaBit, while minimizing the SG to limit interference and maximize radio resource utilization and capacity. Since UE data requirements identified in SI and the HaBit may change on a TTI basis, for efficient operation the Node- B scheduler dynamically adjusts UE SG’s to account for the change in UE data requirements. This dynamic operation is required since is not possible for Node-B to predict UE buffer occupancy or selected power offsets applied by the UE. Similarly, if MAC-e PDU size quantization is applied to better match a selected E-TFC size, any UE autonomous adjustments to the scheduled payload allowed by the SG may be quickly accounted for by the Node-B scheduler. 
Unfortunately non-scheduled grant mechanism does not provide a mechanism to counter changing data requirements. Non-scheduled MAC-d flows are configured with a data rate grant through RRC signaling. The non-scheduled grant is effectively a guaranteed data rate. If the non-scheduled grant is affected on a TTI basis, for example by quantization to a selected E-TFC size, then the rate is no longer guaranteed. Additionally, there would be no mechanism to detect the effect on the non-scheduled grant since it would appear to the RNC the same as a change in available data mapped to the non-scheduled flows. These effects disable the non-scheduled grant mechanism ability to offer a guaranteed rate and without means to counter the effect as is the case with the scheduled grant mechanism it is not clear what services could be properly supported with non-scheduled being effected in this manner.  

If the quantization logic was changed, as proposed in [1], to effect the lowest priority data (either scheduled or non-scheduled), then for the problem case (2A identified above), high priority scheduled and low priority non-scheduled, the UE would round down to the next smaller E-TFC reducing the non-scheduled payload every time the higher priority flow was active and round up to the next higher E-TFC when ever the higher priority flow was not active. Consider the case 2A where SRB’s are mapped to high priority scheduled and VoIP is mapped to low priority non-scheduled. Every time the SRB’s became active would it be appropriate to reduce the VoIP rate, and there would be no method for the non-scheduled grant mechanism based in the RNC to detect and counter this effect.
Conclusion: Quantization of non-scheduled data would have non-desirable effects, and quantization of scheduled data may be taken into account be the Node-B scheduler. 

Proposal: Quantization should remain, as currently specified, to only effect the amount of multiplexed scheduled data and only when scheduled data multiplexing is grant limited.  Further clarification of the normative text to reflect this understanding should be considered. 
Quantize down or quantize up?
The aim of quantization is to take full advantage of the selected E-TFC size. This can be accomplished by quantizing the amount of multiplexed data to either the next smaller or next larger E-TFC size.
The Node-B scheduler approximates the SG power ratio to support the UE data requirement identified by SI and the HaBit. It is difficult for the scheduler to predict exactly which E-TFC will be allowed by the SG. The Tx power allowed by the SG is based on DPCCH power that is continuously effected by TPC, the changing selection of power offset and availability of non-scheduled data and addition of SI all contribute to the difficulty for the scheduler approximate the UE selected E-TFC. Quantization is therefore just one of many factors that the scheduler has to take into account.
Quantization is taken into account by the scheduler by applying a margin the SG generation algorithm. If we quantize down this is a negative margin and if we quantize up it is a positive margin. It seams scheduler operation will work equally well either way. 

For UE operation and data prioritization there are some are some differences. Since we quantize up for non-scheduled data it would be simpler to also quantize up for scheduled data since the adjusted payload could be effected after the data multiplexing loop rather then the before multiplexing step we currently require for quantize down. If this approach is taken only the scheduled data payload should be affected due to issues discussed earlier. Additionally with quantize up all the prioritization issues raised in [1] would disappear, and the solution would be significantly smaller change with less unwanted side effects then the solution proposed in [1].    

But it is not clear any change is justified since, as discussed above there does not seam to be any significant problem with scheduling operation for quantize down, and as discussed earlier quantization only effects prioritization when the UE is already grant limited for the highest priority data. Also this is clearly not an essential correction that would justify a very late change to release 6 UE’s. 
Conclusion: The Node-B may apply a margin to the serving grant to take into account either quantize up or quantize down. Quantizing up may be a little simpler since this is what is done for the available data limited cases and non-scheduled grant limited cases, and the prioritization issue would disappear. 
Proposal: We do not think there is justification to change the quantization logic.  Regarding multiplexing priority, if most companies prefer to eliminate quantization as an issue for absolute priority (even though this does not correct the main factor effecting absolute priority) quantizing up for scheduled data would be the solution with the least impact on UE design.

3
Text Proposal to Correct Conflicting Requirements in E-TFC Selection Data Prioritization
11.8.1.4
E-TFC Selection

RRC can control the scheduling of uplink data by giving each logical channel a priority between 1 and 8, where 1 is the highest priority and 8 the lowest. E-TFC selection in the UE shall be done in accordance with the priorities indicated by RRC. Logical channels have absolute priority, i.e. the UE shall maximise the transmission of higher priority data. The mutually exclusive scheduled and non-scheduled grants shall be respected; therefore absolute priority data multiplexing shall be respected separately for scheduled and non-scheduled data flows.
- - - next change - - - 

The transmission format and data allocation shall follow the requirements below:


- The data allocation shall maximize the transmission of higher priority data 

separately within the set of scheduled and non-scheduled MAC-d flows.
- - - end of proposed changes - - -

[1] R2-072214 Nokia, E-TFC Selection

[2] 3GPP TS 25.321 v6.12.0

