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On Header Regeneration in 

conjunction with Optimised Voice

1 Introduction

This contribution discusses why header regeneration in the MS should not be carried out in conjunction with Optimised Voice in GERAN. Furthermore, a clear architecture is proposed for providing header removal which does not suffer from the negative effects of header regeneration. 

It is proposed that [1] should be updated to take these suggestions into account. 

2 Header regeneration

2.1 Header adaptation transparency

In this section, header adaptation is used to describe any mechanism that reduces the size of the RTP/UDP/IP header on a per-hop basis. Examples of such schemes are header compression and header removal.

When header adaptation is introduced over bottleneck links to improve performance, it is important to do this in a manner that does not affect in any way the rest of the network. It can not be required that other parts of the network, including the communication endpoints, must know that header adaptation is carried out over some links in the end-to-end path. Nor can the header adaptation be allowed to affect the packet stream in any way different than what is expected on network paths where no header adaptation is performed, and the only network influence allowed in an IP network is basically packet loss.

The word transparency in relation to header adaptation is thus not about octets and bits of header fields, but about the fact that header adaptation over point-to-point links in the network path must be carried out transparently to the rest of the network. If header adaptation were not done in a transparent way, the network path would be misbehaving and fail at providing IP connectivity. Such links could basically be referred to as malicious links that can not be trusted, and links like that must be abandoned since they would be harmful to the whole Internet infrastructure and the end-to-end application model.

Transparency is thus nothing that can be more or less provided; it is black or white. Either header adaptation is performed transparently to the rest of the network and the application endpoints or it is not, and in the latter case it would become a misbehaving network link.

2.2 Semantically identical versus bit-wise identical decompressed headers

To make header adaptation transparent to the rest of the network, the compressed (or removed) headers must be decompressed (or regenerated) in a way so that the semantics of the header fields are not affected. Instead of semantics, we can also say that the information must not be changed so that the functionality is affected. 

For the network and transport layer protocols, most fields are well defined, mostly addressing, and must be preserved exactly as they are (bit-wise) to guarantee correct delivery according to the transport requirements requested by the application. For the fields that are not defined as clearly or left as reserved, it is even more important to have a bit-wise identical decompression since the interpretation of the receiver may differ and just rely on how the sender is supposed to assign values to that field. Future enhancements may also make use of currently unused fields and network links are not allowed to prohibit such enhancements.

For application level protocols, such as RTP [3], the usage of many header fields may differ from application to application and for others the interpretation of some fields is only defined clearly for the sending side. This means that it is impossible to know whether the functionality will be affected by modifications to information sent in a certain field. Any non-bit-wise decompression of application protocol header fields would then prohibit usage of these protocols and could therefore not be considered.  

The IP layering provides a distinct separation between applications and lower layers, and a link layer functionality, such as header adaptation, do not have any knowledge about the application or how header bits are interpreted. Compression/removal and decompression/regeneration existence must therefore be invisible to the rest of the network and the applications sending data over the network.
Section 2.3 looks more specifically at what this means for RTP applications.

2.3 Effect of “non bit-wise” regeneration for RTP applications

So far, the discussion on header regeneration within TSG GERAN has been focusing on regeneration of RTP Sequence number (SEQ) and Timestamps (TS). The importance of transparent regeneration of these fields is shown below. The following text is selected parts of the SEQ and TS definitions in [3]:

Sequence Number:

The sequence number increments by one for each RTP data packet sent….
Timestamp:

The timestamp reflects the sampling instant of the first octet in the RTP data packet. The sampling instant must be derived from a clock that increments monotonically and linearly in time to allow synchronization and jitter calculations.

If RTP packets are generated periodically, the nominal sampling instant as determined from the sampling clock is to be used, not a reading of the system clock.

The initial value of the timestamp is random, as for the sequence number. Several consecutive RTP packets may have equal timestamps if they are (logically) generated at once, e.g., belong to the same video frame. 
Thus, the SEQ is expected to increment by one at the receiver, otherwise it will be interpreted as a gap in the sequence. Furthermore, the first TS value received is used as a reference by the receiver. This reference together with a timestamp determines the presentation time of subsequent RTP packets. 

A positive drift in a subsequent timestamps will therefore cause the RTP receiver to generate a silence period. The length of this silence period will be equal to the drift in seconds. A negative drift in the timestamp will cause the RTP receiver to drop the packet, since from its perspective, the presentation time for the contents of the current packet has passed. 

As mentioned in Section 2.2, there are also fields in the RTP header which are used differently depending on what application is being used. So far, the following fields in the specific RTP payload format for AMR (as defined in [2]) have been identified as critical when employing “non bit-wise” regeneration of RTP headers.

The Marker bit: This bit is used to signal the first packet after a comfort noise period in DTX operation.

The Payload Type: This field is used to identify which RTP payload type the current packet is using. When the codec used changes during a session, this field needs to be updated at the receiver. If this codec change is not detected at the receiver, frames will be lost.

Thus, not only the RTP SEQ and TS will effect the speech quality. It is equally important to guarantee that the remaining RTP header will be regenerated transparently to the upper layers. 

Based on the importance of having transparent regeneration of headers, and the fact that this cannot be provided by GERAN (see e.g. Section 6.1 of [1]), it is proposed that TSG GERAN agrees that no header regeneration should be allowed in optimised voice. 

2.4 Proposed architecture for header removal

Since transparent header regeneration is not feasible in the header removal architecture discussed so far, an alternate architecture is presented in this section.
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Figure 1. Proposed Architecture for header removal in GERAN

In this architecture, the RTP, UDP and IP termination point is in the Voice Gateway on the Network side. Hence, no RTP/UDP/IP headers are regenerated in the MS. Only the payload is transported on the physical layer and is passed to the dedicated application in the MS. In the uplink, only the payload is transported on the physical layer, and it is then encapsulated in a RTP/UDP/IP packet generated at the network side.

By employing this architecture, we can ensure that the wireless link is not “misbehaving” (as discussed in Section 2.1). 

In this architecture, security can be provided by carrying out ciphering over the radio interface and from the gateway to the receiving entity an end-to-end security protocol (e.g. IPsec or SRTP) can be used. Such protocols cannot be used when header regeneration is applied (for SRTP any mismatch in the RTP SEQ will make the packet non-decryptable).
3 Recommendations

Based on the discussion presented in Section 2 of this document, it is proposed that no headers are regenerated in the MS. Also, it is proposed that the architecture as described in Section 2.4 should be used when standardising header removal in GERAN.
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