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Uplink scheduling of multiple TBFs
1. 
Introduction
When the multiple TBF concept was created, one of the aims was to maintain the requirement (from GPRS) that the network should be in full control of the scheduling, in both the uplink and downlink directions.  This resulted in the decision to perform USF-based scheduling in the legacy manner on a per TBF basis.  Therefore, an MS with multiple TBFs would be assigned multiple USFs, one for each TBF and would be required to send data for the scheduled TBF rather than substitute data from another RLC instance (regardless of the relative priorities of the flows).

The question which has arisen recently is whether this network-controlled scheduling will lead to a waste of resources in the event that one uplink data flow has no data to send, but is nonetheless given an opportunity to send by the network.  In this case the MS has no choice but to send either an RLC/MAC control message (if one is pending) or a dummy data block.  This study has shown the problem to be that the extended uplink TBF mode was not reviewed during the drafting of the multiple TBF concept, so the proposed modification in this paper was never discussed by the GERAN WG2 group.
2.
Current Situation
2.1
Countdown procedure

The usual procedure for an MS with an uplink TBF which is about to complete sending of data is to use the countdown procedure to inform the network.  The last 16 RLC data blocks are counted down, in the final block the CV field is set to ‘0’ and the data transmission is complete.  From the point of the beginning of the countdown procedure, the network is aware of the scheduling it needs to perform to complete the data transfer.  What happens after this point depends on whether extended uplink TBF release is supported or not.

In non-extended uplink TBF mode (see 9.3.1.2 of 44.060), any data which needs to be sent after certain criteria are reached will have to be sent on a new TBF, whereas in the extended uplink TBF mode it is possible for additional data received after the countdown procedure had started to be sent on the same TBF.  In the latter case, the CV (countdown value) is recalculated, meaning that the network is still fully informed of the status of the MS buffers upon transmission of any uplink block on that TBF.

2.2
Problem scenario

The scenario arises during the extended uplink TBF period when the network is not aware whether there may be uplink data to send for this TBF.  

Excerpt from 44.060 section 9.3.1b – “In extended uplink TBF mode, an uplink TBF may be maintained during temporary inactive periods, where the mobile station has no RLC information to send.”

In this case, the network will “poll” for data on an extended TBF (currently inactive) which either results in data being sent, or the MS sending a dummy control block to indicate that this TBF is still alive but there is no data to send.  It is in the network’s interest to balance the frequency of this “polling” with the number of potentially wasted radio blocks, and it is assumed that an intelligent scheduler will be able to perform this task.
At this point we notice the difference between single TBF and multiple TBF operation.  In the case where multiple TBFs are not supported, the MS can only have one uplink TBF ongoing at any one point in time.  Where multiple TBFs are supported, the MS may have more than one uplink TBF ongoing.  In this situation there is a third option – upon “polling” from the network to check the status of the “suspended” uplink TBF the MS could reply with either:

· Standard RLC/MAC control message
· PACKET UPLINK DUMMY CONTROL BLOCK message
· RLC Data block from another ongoing uplink TBF (with the TFI set accordingly)

This data block would not be expected on this resource as it belongs to a different TBF, however by setting the TFI field to indicate to the network to which TBF this data belongs, the MAC layer should be able to route the data block to the appropriate RLC instance.
The unexpected TBF sending a block would have to have been assigned resources (i.e. have a valid TFI and USF) on this timeslot.  With the knowledge of the MS’s TFIs on that PDTCH, the network can certify that the same MS has sent a block as that which was scheduled.
Note that the following question needs to be addressed:

1. On receipt of a block for TBFx, how are the timers for TBFy (the rightful owner of the resource) updated? 
a. This will require intelligent timer handling by the MAC layer in the network, but there may need to be some specification reference in 44.060 to when timers are stopped.
3.
Conclusion

The perceived inefficiency of multiple uplink TBF scheduling seems to be entirely due to the failure to update the description of the extended uplink TBF mode in the light of the multiple TBF concept.  
It is therefore proposed that the scheduling rules are relaxed to allow an MS to respond to a USF-scheduled opportunity for a TBF in extended uplink TBF mode which does not have any data to send with data from another TBF which is valid on that same PDTCH.
