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Threshold for p-t-m MBMS delivery

Introduction

During discussions on MBMS in GERAN, a point has been raised regarding the need (or not) to count the number of users receiving (or wishing to receive) a specific MBMS data transmission.  It is believed that, since data delivery over a p-t-p channel can make use of e.g. power control, RLC AM and less robust coding schemes, it will be more efficient in some circumstances to provide the data delivery over a number of p-t-p channels rather than over a single p-t-m channel.  This paper intends to provide support for this viewpoint. 

Background

Data required for transmission of an MBMS data session is provided to the BSC by the BM-SC.  Although there are a number of points outstanding from other TSGs in the MBMS concept, the following can be assumed:

· The p-t-m channel will be sent in RLC unacknowledged mode

· Additional redundancy will be provided to the data sent on the p-t-m channel to provide a higher probability of correct reception of this data by the MS.

Since p-t-m MBMS is expected to be received by all MBMS capable MS registered for a service in a given cell, it can be assumed that the data transfer will be sent in CS-1 since this is the most robust coding scheme available at a power comparable to the BCCH
.  Also, since MBMS p-t-m data will be delivered in RLC unacknowledged mode, it can be assumed that some additional codec level redundancy will be added to the data stream, increasing the amount of data required to be sent per information bit when compared to a number of data channels which do not use the redundant application data. 

On a p-t-p channel, other mechanisms are available to improve the likelihood of data delivery.  For example, link adaptation could be performed, which would result in an increased throughput, and IR can be used.  If the MBMS data were to be provided in the normal manner (e.g. on an RLC AM TBF) then an increase in the coding scheme, and hence throughput could be achieved, using less radio resources.  

Currently, it is being considered whether it is possible/necessary to provide separate streams for p-t-p and p-t-m channels.  This can be done in one of two ways, 

· separate data sets from the BM-SC with redundancy added to the p-t-mp-t-m data set at the BM-SC

· One data set provided from the BM-SC to the GERAN with redundancy added by the BSC

Although there are significant differences to the technical realisation of these two approaches, for the purposes of this evaluation, they are considered the same.

Ballpark investigation assumptions

In order to perform this kind of analysis, a certain number of assumptions must be made (Note, these assumptions are intended to provide a first estimate of the threshold value – further analysis is required):
· CS1 is used for encoding data on an MBMS p-t-m channel

The redundancy added for RLC unacknowledged mode allows correct reception of the payload.

All MS in the cell requiring the p-t-p MBMS service are able to correctly receive (assuming 10% BLER causing retransmissions) the delivery.

· The calculations have been performed assuming that all MS in the cell receive data at the same coding rate
.

· The p-t-p channel is a normal TBF operating in RLC AM and assumes a 10% BLER causing RLC AM retransmissions.

· The p-t-m channel is a PDTCH like channel operating in the downlink only

· There is no consideration of higher layer protocol control information, and the overhead is assumed to be the same for AM and UM delivery

Results

The calculations were performed for the following cases.

	
	Data sets from BM-SC
	Entity where redundancy is added
	Level of redundancy
	RLC mode for p-t-p distribution

	Case A
	1
	BM-SC
	3
	AM

	Case B
	2
	BSC

	2
	AM

	Case C
	2
	BSC4
	3
	AM

	Case D
	1
	BM-SC
	3
	UM



Cases B and C as described above are valid for the two following scenarios:

· One set of data is sent from the BM-SC to the BSC, and redundancy is added to the p-t-m data by the BSC.  No redundancy is added to the p-t-p data by either the BM-SC or the BSC.

· Two sets of data are sent from the BM-SC to the GERAN, one for p-t-p distribution with no redundancy added, and one for p-t-m distribution with redundancy added by the BM-SC

The redundancy can be added in many forms, either explicit FEC or a simple duplication of data sent, the mechanism is ffs.  Regardless of whether the redundancy is added to the data for p-t-m distribution at the BSC, or the BM-SC, the overall data sent over the air will be the same if the level of redundancy is the same.

Three cases were considered in the evaluation, and the results are presented in Figure 1.  Case A considers the case where the same data is sent on a p-t-p channel as a p-t-m channel and the calculations can be seen in annexe A.  Case B looks at double the redundancy being provide in the UM p-t-m data delivery than in the AM p-t-p data delivery, and case C looks at the efficiencies when the redundancy over p-t-m is 3x that provided in the p-t-p data.

The threshold is, as expected, dependent upon the average throughput which can be reached by all MS requiring the MBMS data delivery in the cell in p-t-p mode
, but shows that efficiencies can be gained even with a small number of MS in the cell.  As the radio conditions in the cell improve, the threshold in the cell increases as the amount of data that can be transmitted per radio block.

The threshold value also is highly dependant upon the difference in redundancy provided in the p-t-m and p-t-p data.  As the redundancy increases, it becomes more efficient to send the MBMS data across a number of p-t-p channels than to use the p-t-m delivery system.  It should also be investigated whether the use of IR has a significant effect on the threshold efficiencies.  It is not expected that this will be the case.
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Figure 1
Interference considerations of a p-t-m channel

The results above do not consider any of the interference implications of using a p-t-m channel, but they are raised here to start the discussion.

Since the MBMS channel is intended for reception by all users in the cell and there is no feedback for power control, it has to cope with worst case situations, e.g. an MS requires reception at cell border.   In order to achieve the same BLER as the BCCH, then with no additional redundancy and CS-1 coding, this will require the MBMS p-t-m channel to be transmitted at the same power as the BCCH. 

Transmitting an additional channel at the BCCH power in a cell on a different carrier to the BCCH is likely to result in additional co-channel interference in neighbour cells, although this has yet to be verified by system level simulations.

If the MBMS channel is transmitted on a different frequency, but same approximate signal strength as the BCCH, then there may be some impacts on the time taken for synchronisation acquisition by the MS.  This would be caused by an MS erroneously attempting to find the synchronisation channels on the carrier where the MBMS channel is located rather than the BCCH carrier.  

When the MBMS data channel is on a non-BCCH carrier, the transmitted power could be reduced if a higher BLER is tolerated, for example if the higher error rate could be compensated at the MBMS application layer by increasing the redundancy provided to the p-t-m data stream.

Hence, an operator providing an MBMS channel will have a network planning compromise to make between MBMS channel power (and hence co-channel interference), redundancy added to the MBMS stream and BLER at the MS.  Further studies may be required to investigate these options fully. 

Open Issues

The use of RLC acknowledged mode for p-t-p MBMS data distribution may have some impact on both standardisation and implementation.  One issue that should be investigated is the impact of maintaining synchronicity between multiple data streams across p-t-p and p-t-m, potentially using different coding schemes and different RLC modes.  Loose synchronisation has been discussed in GERAN previously, but the level of synchronicity required is still not clear, and should be investigated further. 

If RLC AM is not used, then the benefits shown above are not as dramatic, but the efficiency of radio resource usage is also reduced in GERAN.  Case D in Figure 1 shows the expected threshold values in this case.

Conclusion

This paper shows that, with high levels of redundancy, the threshold of efficiency between p-t-p and p-t-m can be significantly higher than one.  Hence the proposed assumption that MBMS counting be restricted to one MS is not valid.  

It is proposed that TSG GERAN adopt as a working assumption that a counting mechanism be a feature of any MBMS solution to allow operators the capability to efficiently provide MBMS services using either point to point and point to multipoint channels data delivery as network conditions dictate.

This threshold should not be standardised, but left to the operators to calculate, since it will vary given the circumstances in which the MBMS data is to be provided. As seen in the document, the threshold could even vary from cell to cell, depending on the average throughput expected in the cell. 

Further detailed investigations of the threshold values should be preformed, and liaison with SA4 and GERAN WG1 are required to gather the information required to perform those studies

Annexe A.  Example calculations for case B

Assuming a 40kbyte message (e.g. MMS message) is to be delivered using an MBMS p-t-m and p-t-p channels. The BSS is provided with multiple flows with different redundancy applied by the BM-SC for p-t-p and p-t-m.

To protect the data on the un-acknowledged p-t-m channel *2 redundancy is applied in the application layer encoding and therefore the amount of data which must be sent is 80kbytes. Redundancy applied at the BM-SC would have to be coded for the worst case radio conditions as the BM-SC does not have information on the radio condition of each cell.

Given the RLC blocks sizes for each coding scheme (44.060) and assuming 10% BLER for the p-t-p channel, then the number of RLC blocks required for transmission is:

	Coding Scheme
	Payload octets per block
	RLC blocks required (inc retransmissions)

	p-t-p CS1
	22
	2020

	p-t-p CS2
	32
	1389

	p-t-p CS3
	38
	1170

	p-t-p CS4
	52
	855

	p-t-p MCS5
	56
	794

	p-t-p MCS6
	74
	601

	p-t-p MCS7
	112
	397

	p-t-p MCS8
	136
	327

	p-t-p MCS9
	148
	300

	p-t-m MBMS
	22
	3636


This allows for a simple calculation based on number of individual users which can be supported before the number of RLC blocks becomes greater than that transmitted in the case of the p-t-m MBMS.

	Coding Scheme
	Threshold for p-t-m transmission

	CS1
	2

	CS2
	3

	CS3
	3

	CS4
	4

	MCS5
	5

	MCS6
	6

	MCS7
	9

	MCS8
	11

	MCS9
	12


� If a higher BLER is tolerated (for example if the higher error rate could be compensated at the MBMS application layer by using the redundancy included in the p-t-m data stream), then a higher coding scheme could be used.  


� Although this is an unrealistic assumption, for the purposes of this simple calculation it is considered acceptable.  It can be considered analogous to achieving an average throughput per user which corresponds to the bit-rate offered by the coding schemes.


� Whether p-t-p or p-t-m is used could have an impact also on the stream itself; the reason is that in unacknowledged mode it would be better to have smaller IP packets, because this increases the probability that it is received correctly (the reason is that, the higher the number of RLC packets required to transmit an IP packet, and the higher the BLER, the higher the probability that an entire IP packet will be errored). On the other hand, in acknowledged mode, it may be better to have bigger packets, to minimise the overhead introduced by the IP header (and therefore make the transmission more efficient).


� These can be considered equivalent to the case where separate streams are provide from the BM_SC to the BSC for p-t-p and p-t-m data distribution and the relevant codec redundancy is added to the p-t-m data set.


� The difference between case A and case D is the retransmission overhead introduced by the 10% BLER


� Note that the average throughput in a cell depends on the distribution of the C/I values in a cell. This will depend on several factors, for example the reuse factor, etc.





