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Introduction

In the current specification of the handling of the APN associated with timer T3396 there are some inconsistencies. For some cases, see for example the PDN connectivity procedure in TS 24.301, it is specified that the UE shall start T3396 "for the same APN that was sent by the UE." For other cases, e.g. when the UE receives an Activate Default EPS Bearer Context Request message, "the UE shall stop timer T3396 if it is running for the APN indicated in the message". A problem is now created by the fact that the UE is allowed to send no APN or just the network identifier part of the APN (e.g. "IMS") in the PDN Connectivity Request, whereas the APN included by the network in the Activate Default EPS Bearer Context Request will always include both the network identifier part and the operator identifier part (e.g. "IMS.mnc012.mcc345.gprs").
Due to these inconsistencies, in some scenarios the ESM back-off mechanism will not work as intended.
The present paper discusses the problem and proposes a way forward how to resolve the inconsistencies.
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Figure 3GPP TS 24.301/6.5.1.2.1: UE requested PDN connectivity procedure

Analysis

1) 2 APNs for the same PDN connection

In EPS the UE needs to deal with two different sources for the APN, and the format of the APNs provided by these 2 sources can be different, although both are referring to the same PDN connection:

On one hand, the mobile termination (MT) can receive an APN from the application (running on the TE) via AT command +CGDCONT. This APN (in the following called "APN1") will be included in the PDN Connectivity Request. Dependent on the application, the APN provided by the application can consist of the network identifier part only. This is used e.g. for VoLTE; see GSMA IR.92, subclause 4.3.1: 

"For SIP signalling, the IMS application in the UE must use the IMS well-known APN as defined in PRD IR.88 [67]; … Note 4:  For all cases when the UE provides the IMS well-known APN, the APN Operator Identifier is not included."

It is also allowed that the application does not provide any APN, thus indicating that it wants to use the default APN configured by the operator.
On the other hand, the network will always provide an APN ("APN2") during the PDN connection establishment in the Activate Default EPS Bearer Context Request message. This APN will always include both the network identifier part and the operator identifier part (e.g. "IMS.mnc012.mcc345.gprs").
(Note that originally there was only a requirement for the network to signal the APN to the UE if the UE did not include an APN in the PDN Connectivity Request message. So the applications in the UE could determine whether the default connection established for the default APN provided connectivity to the Internet or could be used for IMS. The requirement to always signal the APN and to always include the operator identifier was added later to enable the applications for the roaming case to determine whether they were using a local break-out or a home-routed PDN connection.) 
In practice – before Rel-10 – it was sufficient to consider the APN2 signalled by the network as "the APN associated with the PDN connection", as this APN string contained additional information relevant for the application.
Note that until today there has never been a requirement that the UE should 'memorize' a mapping between the requested APN and the APN provided by the network. CT1 discussed such a possible mapping in Rel-8 specifically for the case of the default APN, but SA2 was always quite clear in their view that such a mapping was not only not required, but also not wanted.

2) Stage 2 requirements
If we look at the stage 2 requirements for the feature "APN based Session Management congestion control" (see annex A), we find that stage 2 is discriminating between cases where an "APN is provided in the rejected EPS Session Management Request message" and other cases where an "APN is not provided", but generally SA2 does not seem to have considered the case that there can be 2 different strings representing the same "congested APN": the APN sent by the UE and the APN sent by the network. 

3) Stage 3 requirements
In the following we will look at a few scenarios and discuss how they are handled today by stage 3 – and how they should preferably be handled from the point of view of "congestion control" requirements. 

The scenarios will be: 

· establishment of a PDN connection

· network initiated deactivation of a PDN connection

· establishment of 2 PDN connections via different RATs 

3.1
Establishment of a PDN connection

According to TS 24.301, subclause 6.5.1.4.2, if the network rejects the PDN Connectivity Request with ESM cause #26 and with a timer value for T3396, the UE shall behave as follows:

i)
if the timer value indicates neither zero nor deactivated and an APN was included in the PDN CONNECTIVITY REQUEST message, the UE shall stop timer T3396 associated with the corresponding APN, if it is running. If the timer value indicates neither zero nor deactivated and no APN was included in the PDN CONNECTIVITY REQUEST message, the UE shall stop timer T3396 associated without an APN if it is running. The UE shall then start timer T3396 with the value provided in the Back-off timer value IE and:

-
shall not send another PDN CONNECTIVITY REQUEST, BEARER RESOURCE MODIFICATION REQUEST or BEARER RESOURCE ALLOCATION REQUEST message for the same APN that was sent by the UE, until timer T3396 expires or timer T3396 is stopped; and

-
shall not send another PDN CONNECTIVITY REQUEST message without an APN if no APN was included in the PDN CONNECTIVITY REQUEST message, until timer T3396 expires.

The UE shall not stop timer T3396 upon a PLMN change or inter-system change;

Firstly, we note that the requirement that the UE "shall not send another PDN CONNECTIVITY REQUEST message" is referring to the "same APN that was sent by the UE" or to the "no APN", i.e. to APN1.
One reason for this is that obviously at this early point in the signalling this is the only APN available on the UE side. But CT1 has considered also the use case where the UE already has another PDN connection for the same APN1 established; otherwise the requirement to not send "another BEARER RESOURCE MODIFICATION REQUEST or BEARER RESOURCE ALLOCATION REQUEST message for the same APN that was sent by the UE" would not make sense. And this part of the requirement can only be effective if we assume that the UE is associating the first PDN connection not only with APN2, but also – for the purpose of congestion control – with APN1.

In principle the same situation can also occur for the establishment of a PDN connection without APN: initially the UE successfully established a PDN connection without APN, e.g. for PDN type IPv6. A bit later, an application is requesting another PDN connection without APN for PDN type IPv4. (It was clarified at CT1#94 with CR 2219 rev 1 that such a behaviour is allowed and supported by the standard.) The second request can be rejected by the network with a timer value for T3396. If we agree that for the case above where the UE explicitly signalled an APN with the PDN Connectivity Request the existing PDN connection is affected by the timer T3396 running for APN1, then it would only be consequent if we now apply the same principle also the case where the UE does not send any APN with the PDN Connectivity Request. I.e. as long as the time T3396 associated with no APN is running, the UE shall not send another BEARER RESOURCE MODIFICATION REQUEST or BEARER RESOURCE ALLOCATION REQUEST message for the first PDN connection which is – for the purpose of congestion control – associated with APN1 = "no APN".

Observation 1: If we want to apply the T3396 mechanism for congestion control consistently across PDN connections related to the same "congested APN", then for this purpose the UE needs to associate a PDN connection with the APN sent by the UE (APN1).

A second point we need to discuss regarding the above quote from TS 24.301 is the question: which APN is to be associated with the timer T3396, APN1 or APN2?
If the timer is started upon receipt of a PDN Connectivity Reject message (and there is no other PDN connection that was established before using the same APN), it can only be APN1. But let us assume that the PDN connection was successfully established (so that the network provided an APN2), and now the network is rejecting a new ESM request for additional bearer resources with a value for T3396. What happens if we are now associating T3396 with APN2 instead of APN1?

According to TS 24.301, subclause 6.5.3.4.2, the UE shall not send another PDN Connectivity Request for "the same APN" 

-
if the timer value indicates neither zero nor deactivated, the UE shall stop timer T3396 associated with the corresponding APN, if it is running. The UE shall then start T3396 with the value provided in the Back-off timer value IE and not send another PDN CONNECTIVITY REQUEST, BEARER RESOURCE MODIFICATION REQUEST or BEARER RESOURCE ALLOCATION REQUEST message for the same APN until timer T3396 expires or timer T3396 is stopped. The UE shall not stop timer T3396 upon a PLMN change or inter-system change;

i.e. if we want congestion control to be effective, then whenever an application requests a PDN connection for APN1, the UE would need to determine that "recently" APN1 was mapped to APN2 by the network, and the UE would need to check whether T3396 is running for APN1 or APN2 (or both), before it can initiate the ESM procedure.

So it seems to be easier for implementation to always associate T3396 with the APN sent by the UE (APN1).   

Observation 2: If we want to apply the T3396 mechanism for congestion control consistently across PDN connections related to the same "congested APN", then the UE should associate a timer T3396 with the APN sent by the UE (APN1).

3.2
Network initiated deactivation of a PDN connection
According to TS 24.301, subclause 6.4.4.3, if the network sends a DEACTIVATE EPS BEARER CONTEXT REQUEST message with ESM cause #26 and with a timer value for T3396, 

-
if the timer value indicates neither zero nor deactivated, the UE shall stop timer T3396 associated with the corresponding APN, if it is running. The UE shall start timer T3396 with received value and not send another PDN CONNECTIVITY REQUEST, BEARER RESOURCE MODIFICATION REQUEST or BEARER RESOURCE ALLOCATION REQUEST message for the same APN until timer T3396 expires or the timer T3396 is stopped. The UE shall not stop timer T3396 upon a PLMN change or inter-system change;

According to stage 2, the main use case for this procedure is the case that the network deactivates a whole PDN connection:
The MME may deactivate PDN connections belonging to a congested APN by sending the NAS Deactivate EPS Bearer Context Request message to the UE with a Session Management back-off timer.
And it would obviously be against the purpose of this use case to argue that T3396 and the PDN connection to be released are associated with APN2 (provided by the network), therefore the UE is allowed to send a PDN Connectivity Request with APN1.
Note also that when this is the only PDN connection to the congested APN, then after deletion of the PDN connection no EPS bearer context for this APN will be left in the UE. So also the knowledge that there is a mapping between APN1 and APN2 can no longer be stored with the EPS bearer context. 
Observation 3: The use case of "release of a PDN connection with a timer T3396" will work only if the UE associates the timer T3396 with the APN sent by the UE for the establishment of the PDN connection (APN1).
3.3
Establishment of 2 PDN connections via different RATs
A further inconsistency can be created by the fact that the network sends back an APN only if the PDN connection is established in S1 mode. If the PDN connection is established in A/Gb or Iu mode, the ACTIVATE PDP CONTEXT ACCPET message does not include an APN IE (= APN2).  

So let us consider a scenario where initially the UE successfully establishes a PDN connection with APN1 in A/Gb- or Iu-mode, e.g. for PDN type IPv4. (Note that APN1 could also be "no APN".) A bit later, after the UE performed an inter-system change to S1 mode, an application is requesting an additional PDN connection with APN1 for PDN type IPv6.
The network accepts the requests and sends a DEACTIVATE EPS BEARER CONTEXT REQUEST with APN2.

(Note: usually the UE should ask for a PDN connection with PDN type IPv4/v6, but if the network does not support this due to interworking to some legacy nodes, it can respond with an ACTIVATE PDP CONTEXT ACCEPT message with PDN type IPv4 or IPv6 and with SM cause #52, "single address bearers only allowed". If the UE then needs a PDN connection for the "other" PDN type, it has to send another ACTIVATE PDP CONTEXT REQUEST message. In our scenario we are assuming that the UE performed an inter-system change between the first and the second request.)
According to TS 23.401, "if there is an existing PDN connection to the same APN used to derive the PDN GW address, the same PDN GW shall be selected." In a similar way, according to TS 23.060, "for a given UE, the SGSN shall select the same GGSN/PGW for all the PDP contexts belonging to the same APN."

So we can assume that both PDN connections are established to the same PDN GW/GGSN, and if the PDN GW/GGSN is suffering from a signalling overload, this will apply for both PDN connections.
So, once again: If we want to apply the T3396 mechanism for congestion control consistently across PDN connections related to the same "congested APN", then for this purpose the UE needs to associate a PDN connection with the APN sent by the UE (APN1). 
And if we want to apply the T3396 mechanism for congestion control consistently across PDN connections related to the same "congested APN", then the UE should associate a timer T3396 with the APN sent by the UE (APN1).
Conclusion

In the previous analysis we have shown that if we want to support the use case of "release of a PDN connection with a timer T3396" as required by stage 2, the UE needs to base its handling on the APN sent by the UE. I.e. the UE needs to associate the PDN connection and the timer T3396 with APN1. 

If this is done consistently, then we can achieve also consistent handling of congestion control across PDN connections related to the same "congested APN" for the other ESM procedures (and SM procedures), regardless whether the APN1 is a specific string provided by an application or whether it is "no APN".

The CR proposed in C1-161578 and the related CR to TS 24.008 in C1-161579 are implementing this behaviour.
Annex A, Quote from TS 23.401: 

4.3.7.4.2.2
APN based Session Management congestion control

The APN based Session Management congestion control may be activated by MME due to e.g. congestion situation at MME, or by OAM at MME, or by a restart or recovery condition of a PDN GW, or by a partial failure or recovery of a PDN GW for a particular APN(s).

The MME may reject the EPS Session Management (ESM) requests from the UE (e.g. PDN Connectivity, Bearer Resource Allocation or Bearer Resource Modification Requests) with a Session Management back-off timer when ESM congestion associated with the APN is detected. If the UE provides no APN, then the MME uses the APN which is used in PDN GW selection procedure.
The MME may deactivate PDN connections belonging to a congested APN by sending the NAS Deactivate EPS Bearer Context Request message to the UE with a Session Management back-off timer. If Session Management back-off timer is set in the NAS Deactivate EPS Bearer Context Request message then the cause "reactivation requested" should not be set.

NOTE 1:
UEs that don't support the Session Management back-off timer (including earlier release of UE) might contribute to increasing the signalling load in the MME by reattempting Session Management procedure.

The MME may store a Session Management back-off time per UE and APN when congestion control is active for an APN if a request without the low access priority indicator is rejected by the MME. The MME may immediately reject any subsequent request from the UE targeting to the APN before the stored Session Management back-off time is expired. If the MME stores the Session Management back-off time per UE and APN and the MME decides to send a Session Management Request message to a UE connected to the congested APN (e.g. due to decreased congestion situation), the MME shall clear the Session Management back-off time prior to sending any Session Management Request message to the UE.
NOTE 2:
The above functionality is to diminish the performance advantage for UEs that do not support the NAS level back-off timer (e.g. pre-Rel‑10 UEs) compared to UEs that do support it.

Upon reception of the Session Management back-off timer in the EPS Session Management reject message or in the NAS Deactivate EPS Bearer Context Request message, the UE shall take the following actions until the timer expires:
-
If APN is provided in the rejected EPS Session Management Request message or if the Session Management back-off timer is received in the NAS Deactivate EPS Bearer Context Request message, the UE shall not initiate any Session Management procedures for the congested APN. The UE may inititate Session Management procedures for other APNs.

-
If APN is not provided in the rejected EPS Session Management Request message, the UE shall not initiate any Session Management requests without APN. The UE may initiate Session Management procedures for specific APN.

-
Cell/TA/PLMN/RAT change do not stop the Session Magement back-off timer.

-
The UE is allowed to initiate the Session Management procedures for high priority access and emergency services even when the Session Management back-off timer is running.

-
If the UE receives a network initiated EPS Session Management Request message for the congested APN while the Session Management back-off timer is running, the UE shall stop the Session Management back-off timer associated with this APN and respond to the MME.
-
If the UE is configured with a permission for overriding low access priority and the Session Management back-off timer is running due to a reject message received in response to a request with low access priority, the upper layers in the UE may request the initiation of Session Management procedures without low access priority.

The UE is allowed to initiate PDN disconnection procedure (e.g. sending PDN Disconnection Request) when the EPS Session Management back off timer is running.

NOTE 3:
The UE does not delete the related Session Management back-off timer when disconnecting a PDN connection.
The UE shall support a separate Session Management back-off timer for every APN that the UE may activate.

To avoid that large amounts of UEs initiate deferred requests (almost) simultaneously, the MME should select the Session Management back-off timer value so that deferred requests are not synchronized.

The APN based Session Management congestion control is applicable to the NAS ESM signalling initiated from the UE in the control plane. The Session Management congestion control does not prevent the UE to send and receive data or initiate Service Request procedures for activating user plane bearers towards the APN(s) that are under ESM congestion control.
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