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Introduction  
Beam failure detection and recovery procedure and the role of random access was discussed in detail in the last RAN2 meeting [1] and the following agreements were made:
Agreements
1. The beam failure detection is performed by MAC. 

=>	RAN2 assumes that the same set of RA parameters are used but different values can be configured  

1 ResponseWindowSize-BFR is applied only for contention free BFRR preamble (as already captured in MAC specification).
2. PreambleInitialReceivedTargetPower-BFR and powerRampingStep-BFR are applied only for contention free BFRR preamble.
3 	Maximum power applied to common RACH is dictated by the ra-PreambleTx-Max.
[bookmark: _GoBack]4     PreambleTransMax-BFR is applied only for contention free BFRR preamble. FFS how to capture it.  
5	Agreements will be captured in the MAC CR and reviewed during email discussion 

=>	For contention based random access for beam failure recovery, contention resolution is successful if UE receives a PDCCH transmission addressed to its C-RNTI

There were still a few open issues and aspects for discussion to finalize the beam failure recovery (BFR) procedure to be finalized in RAN2, specifically on how the detection is performed with regard to indication from PHY. In this contribution, we discuss these issues and present our views.
Discussion
It was already agreed in RAN2 that the beam failure detection procedure would be performed in MAC. Since beam management in general is more related to PHY layer operation, this decision has implications on the cross layer signaling/indication mechanism to enable MAC to perform beam failure detection. In the last RAN1 meeting, there was discussion on beam failure detection/recovery as well and the following agreements were made [2]:
	Agreement:
For beam failure detection model, PHY performs detection of beam failure instances, and indicates a flag to higher layer if a beam failure instance is detected
· FFS: When/Whether PHY needs to report candidate beam list and beam failure instance to MAC
· FFS: Whether non-beam failure instance is defined or is needed
Include as part of LS to RAN2

Agreement:
Change candidate beam selection model to the following alternatives:
· PHY performs L1-RSRP evaluation of each candidate new beam, provides to higher layer the subset of {beam RS index, L1-RSRP measurements} that satisfies the L1-RSRP threshold
· RAN 1 expects higher layer to perform new candidate beam selection based on the subset of {beam RS index, RSRP measurements}
· Note: The mapping between beam RS index(es) to PRACH resource(s)/sequence(s) is done in MAC
· Support for candidate beam selection model is specified in the RAN2 specifications
Include as part of LS to RAN2

Agreement:
Behavior of Beam-failure-recovery-Timer
· Start Beam-failure-recovery-Timer upon beam failure detection event declared by UE
· Stop Beam-failure-recovery-Timer upon reception of gNB response for beam failure recovery request transmission
Include as part of LS to RAN2
Agreement: 
· From RAN1 perspective, contention-free PRACH-based beam failure recovery is considered unsuccessful when one of the following conditions is met
· Upon expiry of Beam-failure-recovery-Timer 
· Upon reaching max. # of BFRQ transmissions
Include as part of LS to RAN2
Agreement: 
· 
Indication of beam failure instance to higher layer is periodic and indication interval is determined by the shortest periodicity of BFD RS , which is also lower bounded by [10] ms.
· Note: if the evaluation is below beam failure instance BLER threshold, there is no indication to higher layer.
·  PHY provides to higher layer one or more sets of {beam RS index, L1-RSRP measurement} that satisfies the L1-RSRP threshold upon higher layer request.



We can analyze the pertinent issues and question raised by RAN2 response LS to RAN1 [3] individually:
2.1	Beam Failure Detection
While the decision on which of the two options in the RAN2 response LS is preferred is relegated to RAN1, it may nevertheless be useful to carefully analyze the two options in terms of their effectiveness as well as any underlying assumptions. From the current RAN1 agreement, the instances of beam failure would be reported to the higher (MAC) layer periodically. While RAN1 may end up designing additional indication (i.e. no beam failure indications) subsequently, based on the RAN1 agreements above, the assumption made by some companies in the last meeting was that the UE will need to maintain a timer and a counter (as in Option 2 in the LS). In our view, for option 2 to work, the following assumptions are necessary:
1) The lack of a ‘beam failure’ notification from PHY indicates that beam L1-RSRP is good (i.e. above a certain threshold).
2) The periodicity of beam failure indications is robust enough to be able to respond to varying channel conditions.
While the note in the last RAN1 agreement might seem to imply that 1) always holds true, this still needs to be confirmed by RAN1. Regarding 2), it is not clear to us if it is always applicable. Specifically, the lower bound of 10 ms (as in the RAN1 agreement) might be too large, meaning that if the beam conditions change rapidly, the indication method might not be responsive enough. In that case, RAN2 may also need to consider how to configure the timer to ensure efficient detection. So, as latency is an important concern for BFR, this aspect needs to be taken in consideration in RAN2 when deciding on the exact mechanism of beam failure detection.
Observation 1:	The lower bound of 10 ms on the periodicity of beam failure instance indication to higher layers might be too long, particularly if beam RSRPs are varying rapidly.
In contrast, if option 1 is preferred by RAN1 and a new ‘no-beam failure’ indication is additionally defined, the procedure becomes somewhat similar to the RLM/RLF procedure from LTE. Note that in this case, there is no constraint on the time interval/periodicities of the indications from RAN2 perspective (any time constraints are transparent to RAN2) and the procedure can be implemented without the requirement of such indications being periodic. Moreover, the additional task of how to configure the timer as in option 2 is also avoided. Thus, this eases the implementation of the detection procedure in RAN2 specification and is preferred.
Proposal 1:	Option 1 (i.e. PHY delivering both “beam failure instance” and “no beam failure instance” notification for the purpose of beam failure detection) should be adopted for beam failure detection in MAC.
2.2	Usage of beamFailureRecoveryTimer
RAN1 defined beamFailureRecoveryTimer and the UE behavior in the context of this timer expiry in the last meeting. Specifically, the timer should be started when the beam failure is first declared by the UE and stops if the UE receives a response from gNB corresponding to the beam failure recovery request. While it is still up for discussion and interpretation what the exact procedural equivalents to the above two conditions are in MAC, the UE behavior in case of this timer expiry is nevertheless clarified from RAN1 agreements. The UE considers the contention free RA to be unsuccessful if one of the two conditions are met:
· Upon expiry of Beam-failure-recovery-Timer 
· Upon reaching max. # of BFRQ transmissions
There are two aspects to note here. Firstly, at least from RAN1 perspective, the usage of this timer is only pertinent to the case of contention free random access. This relates to a more general observation that the discussion in RAN1 on random access for BFR has been centered on using CFRA and CBRA has not been considered. On the other hand, RAN2 has agreed to support both CF and CB (if no dedicated resources are allocated) for BFR as per the following agreement [4]:
Agreements
1. Beam failure recovery using a dedicated PRACH preamble is specified in the MAC and triggered upon indication from Physical layer.  RAN2 assumes that the PHY layer does the detection of beam failure.    
2. Beam selection is specified in the MAC similar to the HO case
3. The UE uses contention free when there is a beam associated to a dedicated “preamble/resource” and the beam is above a threshold.  Otherwise use contention based.  
This has led to some obfuscation on which PRACH parameters defined by RAN1 have to be introduced in MAC specification and which one can be reused (and is an open issue to be resolved). 
Observation 2:	The beamFailureRecoveryTimer as defined by RAN1 is applicable to contention free random access for beam failure recovery.
The second point is that the timer is considered together with the maximum number of preamble retransmission (PreambleTransMax-BFR) when declaring the CFRA for BFR as unsuccessful. So, independent of the number of preamble retransmissions, the timer allows the UE to declare the process as unsuccessful upon expiry. The main rationale behind this seems to be to put an overall limit on the duration of the RA procedure for BFR, particularly if the power ramping and/or the retransmission rate for the RA procedure is not aggressive enough. While we may not consider using such a timer for CBRA, for contention free case, the expectation is that the UE should be able to finish the procedure faster and if it is not the case, the timer expiry might allow the UE to initiate any relevant procedures triggered by unsuccessful RACH quickly. It is thus questionable that we also need to consider and adopt this timer for the case of CBRA for BFR, considering that the time scale for completion of the RA procedure may be wildly different from CFRA. In any case, it should be discussed in RAN2 whether the beamFailureRecoveryTimer is applicable to CBRA for BFR, independently of its usage in CFRA for BFR.
Proposal 2:	RAN2 should further discuss if beamFailureRecoveryTimer should be applicable to contention based random access for BFR.
Conclusion
This contribution discusses some aspects of beam failure discovery and recovery using random access and makes the following observations and proposals: 
Observation 1:	The lower bound of 10 ms on the periodicity of beam failure instance indication to higher layers might be too long, particularly if beam RSRPs are varying rapidly.
Proposal 1:	Option 1 (i.e. PHY delivering both “beam failure instance” and “no beam failure instance” notification for the purpose of beam failure detection) should be adopted for beam failure detection in MAC.
Observation 2:	The beamFailureRecoveryTimer as defined by RAN1 is applicable to contention free random access for beam failure recovery.
Proposal 2:	RAN2 should further discuss if beamFailureRecoveryTimer should be applicable to contention based random access for BFR.
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