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Introduction

For carrier aggregation, the remaining issues for cross-carrier scheduling for mixed numerology will be discussed in this contribution.

For bandwidth parts, the issue of RAN1 spec impact for supporting bandwidth configuration “Option 2” for initial BWP, and other remaining issues for bandwidth parts will be discuss in this contribution.

Remaining Issues on Carrier Aggregation
[bookmark: _Toc503314554][bookmark: _Toc503531337][bookmark: _Ref510803863]Cross-Carrier Scheduling with Mixed Numerology
Background
The following decision was made in RAN#78 plenary meeting:
· For NR-NR CA, finalization of the work to enable up to 2 different numerologies within the same PUCCH group (PUCCH sent on the CC with smaller SCS) in RAN1 in Q1, and in RAN4 (Core) for Q2, for the December drop

While most of the details for cross-carrier scheduling for same numerology had been resolved in RAN1 #93, there remain some issues for cross-carrier scheduling for mixed numerology.
In RAN1 #93, the following agreements regarding cross-carrier scheduling for mixed numerology had been made in Agenda Item 7.1.3.3.2:
Agreements:
· Cross-carrier scheduling should at least satisfy the causality constraints between scheduling PDCCH and PDSCH as for self-scheduling, also taking into carrier timing difference
· Note: in the case of mixed numerology, limitations on the number of symbols to buffer need to be taken into account

· For cross-carrier scheduling across different numerology
· FFS: how to specify additional constraints related to K0 to address the number of symbols which may need to be buffered 
The remaining issues for cross-carrier scheduling for mixed numerology will be discussed

Design approach
Given that Rel-15 is already well into the maintenance phase, we propose that NR supports only a constraint version of cross-carrier scheduling with CIF for mixed numerology CA, if all of the identified issues can be resolved. Otherwise, cross-carrier scheduling with mixed numerology should not be supported in Rel-15.
[bookmark: _Toc513662146][bookmark: _Toc513662449]Some of the issues with cross-carrier scheduling for mixed numerology CA have been pointed out in [1]. For example, if a carrier with a lower numerology cross-carrier schedules a carrier of a higher numerology, the PDCCH load on the carrier of the lower numerology can potentially be very high as it would need to cover multiple high-numerology slots in a single slot. It does not seem like RAN1 has sufficient discussion of possible solutions at least for this issue.
Realistically, if cross-carrier scheduling for mixed numerology CA is to be supported for Rel-15, it has to be a constraint version that is based on extension of (i) cross-carrier scheduling with same numerology, and (ii) self scheduling with mixed numerology. One important design guideline is to keep the PDCCH loading on the scheduling carrier similar to the level required for (i), with consideration for (ii).
Thus, the following approach is proposed:
[bookmark: _Toc513817158][bookmark: _Toc513818246][bookmark: _Toc513818586][bookmark: _Toc513818900][bookmark: _Toc513821745][bookmark: _Toc521691414]Proposal C 1: Support for cross-carrier scheduling with CIF for mixed numerology CA in Rel-15 can be considered only if restrictions are put in place to keep complexity similar to self-scheduling and/or cross-carrier scheduling with same numerology, with small additional specification effort.
· For example,
· Restrictions such that PDCCH loading on the scheduling carrier does not increase compared to the cross-carrier scheduling with same numerology baseline.
· Simple extension to CCE and blind decoding limits and overbooking handling mechanism
· Note: Above proposal does not impact the SUL feature.

[bookmark: _Ref503531383]Summary of identified issues
Cross-carrier scheduling issues for mixed numerology are summarized in the table below. “Yes” means there are potential issues. There are also several major scenarios to consider: (i) Larger SCS scheduling smaller SCS, (ii) Smaller SCS scheduling larger SCS, (iii) Scheduling across FR1 and FR2 (unless otherwise noted, assume FR1 scheduling FR2 for discussion).

	
	(i) Larger SCS  Smaller SCS
	(ii) Smaller SCS  Larger SCS
	(iii) FR1  FR2

	Extra buffering requirement for DL
	No (for a reasonable implementation)
	Yes (typically)
	Yes (same as ii)

	Challenging non-casual processing
	Clarify which slot on larger SCS is allowed to schedule smaller SCS
	Yes (typically DCI is available later on smaller SCS than on larger SCS)
	Yes (same as ii)

	QCL assumption
	N/A
	N/A
	Yes

	CCE/BD limits & overbooking handling
	No
	Yes
	Yes (same as ii)

	Number of valid DCI capability
	Slot definition based on scheduled CC? Additional DCIs per CC same as self-scheduling case?
	Slot definition based on scheduled CC? Additional DCIs per CC same as self-scheduling case?
	(same as ii)

	Missing K0 values for continuous scheduling
	No
	Yes
	Yes (same as ii)



[bookmark: _Toc521691415]Proposal C 2: At least all of the identified issues should be resolved first in order to consider support for cross-carrier mixed numerology scheduling in Rel-15. If any of the issues are not resolved, cross-carrier mixed numerology scheduling as a feature should not be supported in Rel-15.

Minimum k0 threshold
Compared to the self-scheduling baseline, the buffering requirement for cross-carrier scheduling can be higher due to worse PDCCH timeline. This is evident for the scenario where the carrier with larger SCS schedules the one with smaller SCS.
	Self-scheduling: CC2 is scheduled by itself, k0=0
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	Cross-carrier scheduling: CC2 is scheduled by CC1, k0=0 is allowed
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The extra buffering requirement is due to the extra latency for PDCCH scheduling CC2 being decoded based on CC1 timeline, relative to the self-scheduling case for which PDCCH can be decoded based on a tighter timeline.
On the first order, the extra buffering requirement is proportional to the following (parameters are for the scheduled carrier):
N_RB * ceil( ((X_CC1+Y_CC1) – (X_CC2+Y_CC2)) / T_sym )
Where,
N_RB - Number of RB in active DL BWP of the scheduled CC
T_sym – symbol duration for the scheduled CC
X_CC1 - End of last symbol of PDCCH for the scheduling CC
Y_CC1 - PDCCH processing delay for the scheduling CC
X_CC2 - End of last symbol of PDCCH for the scheduled CC for the case of self-scheduling
Y_CC2 - PDCCH processing delay for the scheduled CC for the case of self-scheduling

It is evident that if k0 is constraint to be greater than or equal to some non-zero threshold, the extra buffering requirement can be reduced or eliminated.
In the following, the constraint of “minimum k0 threshold = 1” is imposed.
	Cross-carrier scheduling: CC2 is scheduled by CC1 with k0>=1:
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Another scenario is when the SCS of the scheduling carrier is much smaller than that of the scheduled carrier, slot level non-casuality may result. For example, the scheduling carrier’s SCS is 15kHz and the scheduled carrier’s SCS is 120kHz, the disparity is by a factor of eight. It is obvious that an additional constraint of “minimum k0 threshold” would alleviate or eliminate the non-casuality condition.
	[image: ]



Cross-carrier scheduling support in Rel-15 should not result in significantly higher complexity in implementation (i.e. in terms of buffering and non-casual processing). Therefore, a minimum k0 threshold for cross-carrier scheduling should be specified, and proposed as follows:
[bookmark: _Toc521691416]Proposal C 3: A minimum k0 threshold should be introduced for cross-carrier scheduling with CIF.
For k2, there is already a hard requirement for casuality. K2 should accommodate N2 which is defined from the end of the PDCCH on the scheduling carrier, to the start of the PUSCH on the scheduled carrier; It should also accommodate the maximum timing difference between the scheduling and scheduled carriers.

Because the minimum k0 that UE can support for cross-carrier scheduling is related to UE capability, we either introduce this as a new parameter in UE capability, or directly define in the specification of what the threshold should be. Regardless of the approach, the following constraint on k0 for cross-carrier scheduling should be defined:
[bookmark: _Toc521691417]Proposal C 4: For cross-carrier scheduling with CIF, the minimum k0 threshold should be a constraint on the k0 value used for scheduling such that the end of the PDCCH symbol on the scheduling carrier is before the start of the corresponding PDSCH on the scheduled carrier.
Note that PDCCH processing delay is not considered in above constraint. This is because PDCCH processing delay is implementation specific and it is expected that UE implementation can at least accommodate the extra buffering resulting from the additional PDCCH processing delay due to cross-carrier scheduling. Alternatively, if minimum k0 threshold can be reported as UE capability, PDCCH processing delay for the UE can be accommodated.
[bookmark: _Toc521691418]Proposal C 5: UE shall report the minimum k0 threshold that it can support in UE capability. UE expects it would not be scheduled with k0 smaller than the minimum k0 threshold for cross-carrier scheduling with CIF.

For the scheduled carrier, the pdsch-symbolAllocation table is configured per DL BWP. Each entry in the table is also configured a k0 value. A scheduling DCI (regardless of self-scheduling or cross-carrier scheduling) indicates the BWP ID for which the DL assignment is applied and the index to the entry in the table associated with the scheduled carrier and the indicated BWP. To comply with the minimum k0 threshold, the indicated entry in the table should contain k0 value which is not smaller than the threshold.
The minimum k0 threshold is used as follows. If the indicated k0 is smaller than the threshold, it can be handled as an error condition and the DCI can be considered invalid. Alternatively, the threshold can be used as a lower bound on the indicated k0. If the indicated k0 is smaller than the threshold, use the threshold value as k0. The former approach is preferred.
[bookmark: _Toc521691419]Proposal C 6: If the indicated k0 for cross-carrier scheduling is smaller than the minimum k0 threshold, the DCI is considered invalid.

Cross-carrier A-CSI request should also be considered. In RAN1#92, the following was agreed:
For CSI acquisition, aperiodic CSI-RS triggering offset can be 0, 1, 2, 3, 4 slots.
· If all the associated trigger states do not contain QCL Type D information, aperiodic CSI-RS triggering offset is fixed to zero
Unless one of the associated trigger states contain QCL Type D, the CSI-RS triggered by A-CSI request would be sent to the UE in the same slot as the UL grant. If this is the case, the minimum k0 threshold proposed above would not help in reducing buffering requirement, as UE would always have to buffer the Rx samples of the cross-carrier scheduled carrier, until at least all the grants are decoded in the scheduling carrier. Therefore, we propose that the minimum k0 threshold should also apply to the A-CSI-RS trigger offset in the case of cross-carrier A-CSI request. If this objective is agreed, the solution should be straight-forward. For example, one possible option is to implicitly add the minimum k0 threshold to the A-CSI-RS triggering offset, or take the max of minimum k0 threshold and the A-CSI-RS triggering offset.
[bookmark: _Toc521691420]Proposal C 7: The minimum k0 threshold should be taken into account when applying the aperiodic CSI-RS trigger offset in the case of cross-carrier scheduled A-CSI request.

QCL assumptions under cross-carrier scheduling
As per current specification if the offset between the DCI scheduling a PDSCH and the PDSCH is less than a threshold, the UE is expected to receive the PDSCH using a default QCL. The default QCL is derived from the CORESET of the lowest CORESET ID in the latest slot when one or more CORESETS within an active BWP of the serving cell are configured for the UE. In most cases, there may not be a CORESET configured for the UE in the serving cell where the PDSCH is scheduled. In this scenario for instance, suppose a SCC has no CORESET configured and a PCC schedules a PDSCH in the SCC with an offset less than the threshold, the QCL assumptions to receive the PDSCH are not defined. One option is to use the PCC CORESET QCL, as a default for SCC but then this may not work for the case when PCC is FR1 and SCC is in FR2. Hence our preferred option for R15 for the case where SCC has no CORESET configured, is that PCC DCI scheduling PDSCH in SCC carries TCI state information for the SCC, and also the offset should be greater than the threshold.
[bookmark: _Toc521691421]Proposal C 8: For the case where SCC in FR2 does not have a configured CORESET, and is cross carrier scheduled via DCI from a different carrier, the DCI shall carry the TCI state information for the reception of PDSCH. In addition, the offset between the reception of DL DCI and DL PDSCH should be greater than the threshold Threshold-Sched-Offset.
[bookmark: _Toc521691422]Proposal C 9: The minimum k0 threshold should be greater than or equal to Threshold-Sched-Offset.

CCE/BD limits & overbooking handling
This issue is discussed in detail in our contribution on “Maintenance for physical downlink control channel” [6].

Number of valid DCI capability
There has been some discussion in RAN1 on the maximum number of valid DCI that is supported by the UE. This limit should scale with the number of serving cells, defined with respect to a time unit related to scheduling granularity.
For same numerology scenarios, we have a proposal discussed in another contribution [6]. Basically, we propose that the maximum number of valid DCI is 4 per scheduled carrier, regardless of self or cross-carrier scheduling. Since this number has not been agreed, we will represent the limit as X (i.e. our proposal is X=4). Because the carriers have the same numerology, there is a common “slot” reference and there is no ambiguity that the limit is applied per-slot.
For mixed numerology, there is no common “slot” reference. PCell cannot be cross-carrier scheduled, the max number of valid DCI per slot for PCell scheduling would be X.
There are two cases for SCell:
1. Large SCS scheduling small SCS: Only one slot (out of r) with large SCS schedules a slot with small SCS, where r is the SCS ratio.
· Slot alignment: Only the slot whose beginning is aligned to the slot boundary of the scheduled carrier can carry the scheduling DCI. This ensures the least extent of non-casuality.
· The max number of valid DCI per slot of the scheduled carrier is X
2. Small SCS scheduling large SCS: One slot with small SCS can schedule one or multiple (up to r) slots with large SCS, where r is the SCS ratio
· Worst case is one slot with small SCS schedules r slots with large SCS
· Based on extension of the same numerology rule, the max number of valid DCI should be X*r. However, this is a challenging requirement for the UE and should not be adopted.
· Instead, define m as the max number of valid DCI per slot on the scheduling carrier as UE capability
[bookmark: _Toc521691423]Proposal C 10: For cross-carrier scheduling where a smaller SCS carrier schedules a larger SCS carrier, the maximum number of valid DCI supported in a slot on the scheduling carrier, denoted as m, is reported to the network as UE capability.
[bookmark: _Toc521691424]Proposal C 11: For Rel-15, m is at most 8, which is the minimum to achieve continuous DL-data-only scheduling from 15kHz to 120kHz carrier.

Missing supported values for k0
In RAN1 NR AH#1801, the following agreement was made to update the supported k0 values:
· The list of values for K0 which can be configured by RRC should be updated to {0,1,2,3,4,5,8,10,16,20,32}.
· The list of values for K2 which can be configured by RRC should updated to {0,1,2,3,4,5,6,7,8,10,16,20,32}.

However, for cross-carrier scheduling from 15kHz SCS carrier to 120kHz SCS carrier, in order to have back-to-back DL assignment for the scheduled carrier, the scheduling carrier must have DL assignments with k0 values spanning from 0 to 7. However, the values 6 and 7 are not supported. This means, the slot on the 120kHz SCS carrier corresponding to k0=6 or k0=7 cannot be cross-carrier scheduled by a 15kHz SCS carrier.
To rectify this issue, we propose to add 6 and 7 to the list of supported k0 values. This also makes the list of values for k0 and k2 the same.
[bookmark: _Toc521691425]Proposal C 12: Update the list of values for K0 which can be configured by RRC to {0,1,2,3,4,5,6,7,8,10,16,20,32}

Remaining Issues on Bandwidth Parts
Options for Bandwidth Configuration for Initial BWP
Background
In RAN2 #102, RAN2 sent a LS [3] to RAN1 asking RAN1 about the feasibility for Option 1 and 2 for BWP configuration options. Excerpts of the LS shown below:
Option 1:	BWP-DownlinkCommon/UplinkCommon for initialDownlink/UplinkBWP (BWP ID #0) plus BWP-Downlink/Uplink for one configured downlink/uplinkBWP (BWP ID #1);
Option 2:	BWP-DownlinkCommon/UplinkCommon and BWP-DownlinkDedicated/UplinkDedicated for initialDownlink/UplinkBWP (BWP ID #0).
With regards to Option 1, although two BWPs are configured, the UE considers BWP ID #1 as the UE-specific RRC configured BWP. If this configuration is possible from Layer-1 viewpoints, wider bandwidth than initial BWP (BWP #0) can be configured to BWP #1. Thus, the UE can immediately utilise the wider bandwidth after BWP #1 is configured to P/SCell. <snip>
With regards to Option 2, the width of the initial BWP (BWP-Id #0) is configured in SIB1 (for the PCell) and in ServingCellConfigCommon (for HO and for addition of other serving cells) using the field locationAndBandwidth (this signalling structure is already in place in RRC). The field pdcch-ConfigSIB1 in MIB indicates, as the name suggests, only the width of the CORESET#0 but not the width of the initial-BWP. Hence, the option 2 allows configuring the initial BWP to cover the entire carrier (and not just 24/48/96 PRBs used by the CORESET#0).
RAN1 replied [4] that both options are feasible but spec change is needed for Option 2. According to our understanding, the change is mainly due to allowing reconfiguration of the initial BWP either by SIB1 or RRC signaling.
[bookmark: _GoBack]In RAN2 NR adhoc#1807, RAN2 decided to support both Option 1 and Option 2 for bandwidth combination for initial BWP. RAN2 sent a LS [5] asking RAN1 to update their specification to support both Option 1 and Option 2.
In the following, the potential spec impact due to Option 2 is discussed. Despite the efforts, the identified spec impact and issues may not be exhaustive, and there could still be other remaining issues. Option 1 does not have RAN1 spec impact and is considered the baseline.

Approaches to Supporting Option 2
Before Option 2 is introduced, at least for PCell and SA operation, the initial DL BWP bandwidth is the same as CORESET #0 bandwidth which is set by PBCH (MIB); The initial UL BWP bandwidth is signalled in RMSI (SIB1). These bandwidths cannot be reconfigured by RRC signalling. The initial DL BWP bandwidth can be one of the 3 settings: 24 RB, 48 RB, or 96 RB (with some FR specific constraints). Another BWP has to be configured with dedicated RRC signalling to support wider bandwidth operation.
With Option 2, initial DL/UL BWP can be “reconfigured” with RRC signalling. In particular, the initial DL BWP bandwidth can be reconfigured by RMSI (SIB1) to be different from the CORESET #0 bandwidth set by PBCH (MIB).
The notion that initial DL BWP is defined by CORESET#0 bandwidth has been deeply ingrained in RAN1. For many meetings already, agreements had been made assuming the equivalence of the two. For Option 2, initial DL BWP is allowed to be reconfigured in RMSI (for PCell) or dedicated RRC signalling (for HO and for addition of other serving cells). 
The RAN1 spec impact would be substantial. There are generally two approaches
1. Blanket change: Amend all relevant agreements by replacing “initial DL BWP” with “CORESET #0 bandwidth”; Confirm all occurrences of “initial UL BWP” have no issue.
· This may result in more text change to the existing agreements and spec, but actually poses less risk in terms of disrupting the design because the change is kept at the terminology level
· Previously, operations within initial DL BWP (which was equivalent to CORESET #0 bandwidth) are now explicitly stated to be within CORESET#0 bandwidth. Functionality-wise, there is no change from the earlier design with regards to operations involving the original definition of “initial DL BWP”
· For initial UL BWP, reconfiguration should have no real impact to RAN1 spec because currently, it is already configured in RMSI. Validate all occurrences to make sure there is no issue.
· Meanwhile, this still fulfil RAN2’s request to support reconfiguration of initial DL BWP. Their main motivation is to be able to use a single BWP (i.e. the initial DL BWP) with wider bandwidth for user traffic, and not have to deal with two BWP (initial + RRC-configured).
2. Surgical change: Allow some functionality enhancements by selectively changing existing agreements and spec with respect to “initial DL/UL BWP”
· While executing Approach 1 “Blanket change”, for each occurrence, analyse whether a change should be applied or not, or if there could be consequence that requires some other change to be made.
· Initial access related operations are dependent on the initial BWP. With Option 2, the main new change is that initial DL BWP can be configured by RMSI to have larger bandwidth. In theory, it is possible to allow subsequent operation such as OSI reception to be over the larger bandwidth. As a result, initial access related operation can be enhanced.
· In the past couple of meetings, there had been long discussion within RAN1 on increasing the initial DL BWP for SS/PBCH block and CORESET multiplexing pattern 2 and 3. Finally, decision was reached in #93 to not to increase initial DL BWP bandwidth. Support for Option 2 should not be a trigger to re-open this discussion.
· For this, functionality can be changed, and design options and details would have to be re-discussed and re-agreed. Some examples will be illustrated in later section.
· Given the late stage of RAN1 specification, this approach is not recommended

Besides RAN1 agreements and spec, there is also repercussion to UE feature agreements and discussions. Considerations should be given to UE features involving BWP 6-1/1a/2/3 to ensure that Option 2 does not implicitly change the meaning of earlier consensus because initial DL BWP can now be reconfigured to work like a dedicated BWP. It took a lot of time and efforts to reach those agreements and we should honor the original spirit the of those agreements and make clarifications if necessary.
Finally, withdrawn or incomplete support for Option 2 can be an outcome. After scoping out the approaches and the impact, and if no consensus is reached, reply to RAN2 that RAN1 cannot provide support for Option 2 considering the risk associated with the spec change amid such late stage of specification for Rel-15.
In the following several aspects impacted by Option 2 are discussed, sometimes in the form of Q&A.

Impact to CORESET#0 and Associated SS
Q#1: Do we redefine CORESET#0 with reconfigured initial DL BWP?
Based on discussion in the past and existing agreements, CORESET#0 is assumed to be hard-coded once configured by PBCH. It should be noted that if CORESET#0 is redefined by RMSI, NW needs to maintain two different CORESET#0 for initial access UE and UE after decoding RMSI. In addition, reconfigured initial DL BWP may not be a multiple of 6 RB and this may result in further complication for redefining CORESET#0 along with reconfiguring the initial DL BWP. Therefore, we understand that the way CORESET#0 is defined remains as is.
[bookmark: _Toc521691426]Observation B 1: When initial DL BWP is reconfigured by RMSI, CORESET#0 and associated SS remains unchanged.

Agreements:
· CORESET ID of the CORESET configured by PBCH is 0.
· Search space ID of the search space configured by PBCH is 0.

Agreements:
· A UE can be configured with a search space configuration by UE-specific RRC signaling which includes following:
· CORESET ID (range: 0-11, to indicate which CORESET the search space is mapped to)
· The search space can be associated with any CORESET configuration
· When the CORSET ID is UE-specifically configured to be 0, it is mapped to the one configured by PBCH
· Search space ID (range: 0-39)
· When the search space ID is UE-specifically configured to be 0, it is mapped to the one configured by PBCH

No change to above agreements is necessary.

Q#2: What is the reference point for DMRS generation for PDCCH?
Agreement was that it is the PRB0 of the initial DL BWP for CORESET configured by PBCH/RMSI. This agreement was made assuming the CORESET is equal to the initial DL BWP. Now that if the CORESET is different from the initial DL BWP, we need to decide whether to have the reference point as the PRB0 of the CORESET or initial DL BWP. Given that CORESET#0 remains the same, it makes more sense to keep the same reference point instead of following the PRB0 of new initial DL BWP, but the existing agreement needs to be reworded.
[bookmark: _Toc521691427]Observation B 2: When initial DL BWP is reconfigured by RMSI, the reference point for PDCCH DMRS can remain the same, i.e., PRB0 of CORESET#0.

Agreements:
· Reference point for DMRS generation for PDCCH is,
· PRB 0 of common PRB indexing for UE-specific CORESET
· PRB 0 of the initial active DL BWP for CORESET configured by PBCH/RMSI

Proposed modification (no functional change):
· Reference point for DMRS generation for PDCCH is,
· PRB 0 of common PRB indexing for UE-specific CORESET
· PRB 0 of the initial active DL BWP for CORESET configured by PBCH/RMSI


Impact to Fallback DCI Size and CSS Scheduling of PDSCH
Q#3: DCI format 0_0 and 1_0 size is determined by the initial DL BWP. Do we redefine DCI format 0_0 and 1_0 size (including frequency domain RA field size) based on the reconfigured initial DL BWP?
If fallback DCI size is updated according to the initial DL BWP reconfigured in RMSI, we have two levels of fallback DCI sizes: one up to RMSI decoding and the other after RMSI decoding. On the other hand, it will make fallback DCI capable of addressing more frequency domain resources, assuming reconfigured initial DL BWP is wider than the original one. The downside is we maintain two levels of fallback DCI size in this case.
[bookmark: _Toc521691428]Observation B 3: RAN1 needs to decide how to determine DCI format 0_0 and 1_0 size including frequency domain RA field size, when initial DL BWP is reconfigured by RMSI.

Agreement (RAN1 #92bis):
· When monitoring for DCI in a BWP, the size of DCI format 0-0/1-0 is given by
· For format 0-0/1-0 (regardless of RNTI) in CSS, the size is given by the initial DL BWP
· For format 0-0/1-0 in USS, the size is given by the active BWP as long as the DCI size budget is fulfilled 
· Otherwise, for format 0-0/1-0, the size is given by the initial DL BWP

A few proposals will be analysed together with CSS scheduling of PDSCH in the following.

Q#4: RB numbering for PDSCH scheduled by DCI format 1-0 in CSS is defined w.r.t. the CORESET, and the max number of RB addressable is based on the size of the initial DL BWP. Should these be revised and how?
RB numbering starting point determination and maximum number of addressable RBs for PDSCH scheduling by DCI format 1-0 in CSS are defined in the following agreements.
Agreements (RAN1 #92bis):

· For DCI format 1-0 in CSS with P-RNTI, SI-RNTI, RA-RNTI, C-RNTI, CS-RNTI, or TC-RNTI:
· the RB numbering for the scheduled PDSCH starts from the lowest RB in the CORESET the DCI is received in
· the maximum number of RBs possible to indicate in the DCI is given by the size of the initial DL BWP.
· The case of TC-RNTI is a working assumption
· The case of C-RNTI/CS-RNTI is at least applicable to non-CA case and Pcell in CA
· FFS other cases


There are two cases to consider: (1) CSS associated to CORESET #0 (i.e. within initial DL BWP), and (2) CSS associated to another CORESET in a BWP. For Case (1), CORESET#0 must be within initial DL BWP, but for Case (2), there can be two scenarios: (i) RRC-configured CSS not associated to CORESET #0 in initial DL BWP, or in a more general scenario (ii) CSS is associated to another CORESET in another configured DL BWP. The first case can be also covered by Case (1), so for discussion purpose Case (2) is concerned with the more general case (ii) only.

Baseline
According to existing agreements and the spec, for Case (1), because initial DL BWP is defined to have the same bandwidth as CORESET #0, all the RB in the initial DL BWP are addressable by RB numbering. For Case (2), the CSS can be associated with another CORESET in another BWP, and it is possible that only a subset of the RBs in the BWP can be addressed. 
These two cases are illustrated in the following figures (“CS” stands for CORESET).
	Case (1):
[image: ]
	Case (2):
[image: ]



One benefit of the baseline scheme is that CSS scheduling can be common across UE even if they have different size of the active DL BWP as long as the same CORESET and search space configuration is used, because initial DL BWP configuration is common. Feasibility to share CSS across UE should be a design requirement for any proposals for change due to Option 2.

Leaving the Spec “As Is”
Some clarification and update of the agreements and spec are needed to support Option 2, for which the initial DL BWP can be “reconfigured” by either RMSI or dedicated RRC signaling. If we assume no spec change, the two cases are illustrated as follows.
RB number still starts from the lowest RB in the CORESET, but the max number of RBs addressable would be determined by the initial DL BWP even if it is reconfigured. 
	Case (1): 
[image: ]
A subset of RB within initial DL BWP may not be addressable by CSS in CORESET#0.
	Case (2):
[image: ]



For further discussion, above baseline scheme without spec change will be referred to as the Alt-0 scheme.
When initial DL BWP reconfiguration takes place, the DCI size in CSS would change because the frequency domain resource allocation field size is based on the initial DL BWP. If the reconfiguration is signalled by RMSI, this means the UE would operate with an updated DCI size for subsequent PDCCH (e.g. for OSI, etc). UE may still need to monitor RMSI once in a while, but this would be signalled to the UE by paging, and when that occurs, UE can process the DCI size specifically for the original RMSI. For a group of UEs sharing the same CSS, their initial DL BWP can be reconfigured to the same bandwidth, so sharing across UE is still feasible. If initial DL BWP is configured by dedicated RRC signalling (i.e. ServingCellConfigCommon), for the UE to be able to share the CSS with another UE, it is up to network’s responsibility to configure the same initial DL BWP bandwidth to the two UEs.
One consequence for not applying any spec change for CSS scheduling of PDSCH is that UE’s support for PDSCH scheduled by CSS Type0/0A/1/2 for SI, paging, Message 2 & 4 reception may have to be over a wider bandwidth. This requires UE implementation enhancement, and it is too late to apply this kind of material change in this stage of specification for Rel-15. To avoid imposing material impact to UE implementation, bandwidth restriction should be defined. The bandwidth for SI, paging, Message 2 & 4 should remain to be similar to the baseline (i.e. Option 1) even when Option 2 is applied.

Bandwidth Restriction for SI, Paging, Msg 2 & 4
For some of the common operation, such as SI reception, page detection, Message 2 and 4 reception during RACH procedure (i.e. operation involving common search space Type 0/0A/1/2), UE’s bandwidth support is limited. These operations are limited to the initial DL BWP for the baseline (Option 1). With Option 2, even though initial DL BWP is allowed to be reconfigured, above operations should still be limited to the original initial DL BWP bandwidth (i.e. the CORESET#0 BW), or at least, the option to impose a bandwidth limitation for above operation should be put in place.
[bookmark: _Toc521691429]Proposal B 1: SI, paging, message 2 and 4 reception should remain bandwidth-limited by CORESET#0 bandwidth even if initial DL BWP is reconfigured.

Spec Change to Minimize Functional Impact
Alt-1 scheme: Max bandwidth addressable by DCI Format 1_0 in CSS is the same as the bandwidth of CORESET#0
This scheme basically uses CORESET#0 bandwidth in place of initial DL BWP bandwidth in previous agreements and spec, wherever it is applicable.
	Case (1):
[image: ]
	Case (2):
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The benefit is that UE with the original configuration of initial DL BWP (based on PBCH) and UE with reconfigured initial DL BWP can still share CSS, because the DCI sizing is based on CORESET#0 bandwidth (which does not change) and RB number is based on the lowest RB of the CORESET which carries the grant.
The larger initial DL BWP bandwidth as a result of reconfiguration is only usable for PDSCH scheduled by DCI 1_1 in USS, or by DCI 1_0 in USS when the DCI size budget limit is fulfilled. The larger initial DL BWP bandwidth cannot be utilized for message reception after RMSI (e.g. OSI) and for RRC connection setup messages.
From RAN1 impact point of view, Alt-1 is actually less impact than Alt-0, even though Alt-1 requires spec change and Alt-0 does not. This is because Alt-1 keeps the spirit of the original design and does not try to change/enhance the functionality for initial access related operation involving the initial DL BWP.
Proposed update to agreements made in RAN1 #92bis:
· When monitoring for DCI in a BWP, the size of DCI format 0-0/1-0 is given by
· For format 0-0/1-0 (regardless of RNTI) in CSS, the size is given by the initial DL BWP CORESET#0 bandwidth
· For format 0-0/1-0 in USS, the size is given by the active BWP as long as the DCI size budget is fulfilled 
· Otherwise, for format 0-0/1-0, the size is given by the initial DL BWP CORESET#0 bandwidth

· For DCI format 1-0 in CSS with P-RNTI, SI-RNTI, RA-RNTI, C-RNTI, CS-RNTI, or TC-RNTI:
· the RB numbering for the scheduled PDSCH starts from the lowest RB in the CORESET the DCI is received in
· the maximum number of RBs possible to indicate in the DCI is given by the size of the initial DL BWP CORESET#0 bandwidth.
· The case of TC-RNTI is a working assumption
· The case of C-RNTI/CS-RNTI is at least applicable to non-CA case and Pcell in CA
· FFS other cases

[bookmark: _Toc521691430]Proposal B 2: RAN1 should consider using CORESET#0 bandwidth instead of initial DL BWP for determining the max number of RB and DCI size for PDSCH scheduling by DCI 1_0 in CSS, or USS when the DCI size budget is not fulfilled. This should result in the least functional impact albeit requiring some spec change.

UE Features for BWP
In RAN plenary #80, the following UE features for BWP are concluded:
6-1 Basic BWP operation with restriction
1) 1 UE-specific RRC configured DL BWP per carrier
2) 1 UE-specific RRC configured UL BWP per carrier
3) RRC reconfiguration of any parameters related to BWP
4) BW of a UE-specific RRC configured BWP includes BW of the initial DL BWP and SSB for Pcell[/PScell] and BW of the UE-specific RRC configured BWP includes SSB for Scell if there is SSB on Scell
6-2 Type A BWP adaptation with same numerology
1) Up to 2 UE-specific RRC configured DL BWPs per carrier
2) Up to 2 UE-specific RRC configured UL BWPs per carrier
3) Active BWP switching by DCI and timer
4) Same numerology for all the UE-specific RRC configured BWPs per carrier
5) BW of a UE-specific RRC configured BWP includes BW of the initial DL BWP and SSB for Pcell[/PScell] and BW of the UE-specific RRC configured BWP includes SSB for Scell if there is SSB on Scell
6-3 Type B BWP adaptation with same numerology
1) Up to 4 UE-specific RRC configured DL BWPs per carrier
2) Up to 4 UE-specific RRC configured UL BWPs per carrier
3) Active BWP switching by DCI and timer
4) Same numerology for all the UE-specific RRC configured BWPs per carrier
5) BW of a UE-specific RRC configured BWP includes BW of the initial DL BWP and SSB for Pcell[/PScell] and BW of the UE-specific RRC configured BWP includes SSB for Scell if there is SSB on Scell
6-4 BWP adaptation with different numerologies
1) Up to 4 UE-specific RRC configured DL BWPs per carrier
2) Up to 4 UE-specific RRC configured UL BWPs per carrier
3) Active BWP switching by DCI and timer
4) More than one numerologies for the UE-specific RRC configured BWPs per carrier
5) Same numerology between DL and UL per cell except for SUL at a given time
6) BW of a UE-specific RRC configured BWP includes BW of the initial DL BWP and SSB for Pcell[/PScell] and BW of the UE-specific RRC configured BWP includes SSB for Scell if there is SSB on Scell
Besides 6-1 which is mandatory without capability signalling; The other BWP features are optional. Note that 6-1a is essentially a modifier on 6-1, 6-2, 6-3, and 6-4 to remove the nested restriction for initial DL BWP and/or SSB within the BW of the UE-specific RRC configured BWP.
For 6-1, 6-2, 6-3, it remains to be discussed whether the initial BWP and UE-specific RRC configured BWP can be of different numerologies. In the spirit of enforcing the same numerology across UE-specific RRC configured BWP, the numerology for initial BWP and UE-specific RRC configured BWP should also be the same. There are two important reasons for this:
· For 6-2, 6-3, DCI code point can be implicitly assigned to the initial BWP. This means, UE may be instructed to dynamically switch between initial BWP and UE-specific RRC configured BWP. In some sense, the initial BWP behaves more like a regular BWP that may be used for traffic. It is then reasonable to extend the same numerology restriction also to initial BWP, if it is not understood to be the case already.
· RAN2, based on RAN1’s Reply LS (R1-1805726), has decided to support reception of broadcast SI from an active BWP with prerequisites including (i) initial DL BWP is nested within the BW of the active BWP, (ii) the SCS for the active BWP and initial DL BWP are the same. It seems beneficial to have the same SCS across initial DL BWP and all of the UE-specific RRC configured BWPs so that above support for reception of broadcast SI can be utilized.
Therefore we have the following proposal:
[bookmark: _Toc521691431]Proposal B 3: For UE feature 6-1, 6-2, 6-3, the constraint on same numerology for all the UE-specific RRC-configured BWPs per carrier also applies to the initial BWP if it is on the same carrier.

[bookmark: _Ref506512228]Configuration for Broadcast SI Reception
RAN2 has decided to support reception of broadcast SI from an active BWP, based on RAN1’s Reply LS [6]. The conditions are provided in the Reply LS:
An UE can support the reception of broadcast SI when the following conditions are met from UE perspective.
· The PDCCH in the dedicated RRC configured common search space schedules PDSCH carrying the broadcast SI, and 
· The CORESET and the common search space for the above PDCCH and the PDSCH carrying the broadcast SI are within an UE’s active DL BWP, using the numerology (including subcarrier spacing & CP type) configured to the UE’s active DL BWP
RAN2 is assuming that there is no explicit configuration of the CORESET and the common search space scheduling the broadcast SI in the active BWP, and it is UE’s responsibility to look at its initial DL BWP’s CORESET and CSS configurations, and check for above conditions as well as checking whether the initial DL BWP is nested within the active DL BWP, and determine whether the broadcast SI should be acquired. The following is a draft text proposal:
38.331 subclause 5.2.2.3.1 specifies:
--- begin quote ---
1> if the UE is in RRC_CONNECTED and the cell is a PSCell:
2> acquire the MIB, which is scheduled as specified in TS 38.213 [13];
2> perform the actions specified in section 5.2.2.4.1;
1> else if the UE is in RRC_CONNECTED with an active BWP with common search space configured or for which the conditions defined in FFS_Spec [X], section FFS_Section are satisfied, and has received an indication about change of system information:
2> acquire the SIB1, which is scheduled as specified in TS 38.213 [13];
NOTE:   The UE is only required to acquire broadcasted SIB1 if the UE can acquire it without disrupting unicast data reception, i.e. the broadcast and unicast beams are quasi co-located.
--- end quote ---
RAN2 has not decided and RAN1 can provide input (if consensus is reached) that explicit configuration is preferred. If agreed, the red text above would not be introduced. 
We have the following proposal:
[bookmark: _Toc521691432]Proposal B 4: UE expects explicit configuration of the CORESET and common search space for broadcast SI reception in an active BWP.

CSI Measurement and SRS
(This section is based on resubmission of R1-1802844)
In RAN1 #91, the follow agreement was made:
· A UE is expected to perform CSI measurement only within its active DL BWP at the time when the measurement occurs

In RAN1 #92, the following agreement was made:

· SRS resource set configuration is supported per BWP. SRS is always transmitted in an active BWP within an active CC.

Consideration for SRS should be consistent with CSI measurement, because SRS achieves similar functionality but exploits channel reciprocity for TDD. The following should be considered:
· SRS should correspond only to the active DL BWP
· But SRS is transmitted on UL, there are two possible configurations:
1. UL BWP is a superset of DL BWP for the BWP pair:
· No issue, send SRS on frequency range of DL BWP in the UL direction.
2. UL BWP is a proper subset of DL BWP for the BWP pair:
· Allow sending SRS outside of UL BWP, but still within the frequency range of DL BWP.
· To support this, implicit gap for UL BWP switching needs to be specified.
	Configuration 1:
[image: ]                            [image: ]
	Configuration 2:
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In order to simplify implementation and specification effort, we propose supporting configuration (1) only for Rel-15.
[bookmark: _Toc498701145][bookmark: _Toc498702920][bookmark: _Toc498711164][bookmark: _Toc498712641][bookmark: _Toc498712709][bookmark: _Toc498714481][bookmark: _Toc498715967][bookmark: _Toc498716641][bookmark: _Toc498717147][bookmark: _Toc498717286][bookmark: _Toc498717532][bookmark: _Toc498720182][bookmark: _Toc503105506][bookmark: _Toc503105518][bookmark: _Toc503105528][bookmark: _Toc503105645][bookmark: _Toc503260715][bookmark: _Toc503267957][bookmark: _Toc503268138][bookmark: _Toc503268188][bookmark: _Toc503268216][bookmark: _Toc503282492][bookmark: _Toc503313772][bookmark: _Toc503464742][bookmark: _Toc503486494][bookmark: _Toc503488674][bookmark: _Toc503489508][bookmark: _Toc503490977][bookmark: _Toc503491316][bookmark: _Toc503534860][bookmark: _Toc503538745][bookmark: _Toc503539929][bookmark: _Toc503539995][bookmark: _Toc503542173][bookmark: _Toc503545878][bookmark: _Toc503545894][bookmark: _Toc503547087][bookmark: _Toc503547220][bookmark: _Toc503547799][bookmark: _Toc503552108][bookmark: _Toc503553231][bookmark: _Toc513834896][bookmark: _Toc521691433]Proposal B 5: For Rel-15, for unpaired spectrum and if SRS feature is enabled, do not support the BWP pair configuration where the UL BWP frequency range is not a superset of that of the DL BWP.

Conclusion
The following observation and proposals have been made on issues in CA and BWP.

Carrier aggregation:
Proposal C 1: Support for cross-carrier scheduling with CIF for mixed numerology CA in Rel-15 can be considered only if restrictions are put in place to keep complexity similar to self-scheduling and/or cross-carrier scheduling with same numerology, with small additional specification effort.
Proposal C 2: At least all of the identified issues should be resolved first in order to consider support for cross-carrier mixed numerology scheduling in Rel-15. If any of the issues are not resolved, cross-carrier mixed numerology scheduling as a feature should not be supported in Rel-15.
Proposal C 3: A minimum k0 threshold should be introduced for cross-carrier scheduling with CIF.
Proposal C 4: For cross-carrier scheduling with CIF, the minimum k0 threshold should be a constraint on the k0 value used for scheduling such that the end of the PDCCH symbol on the scheduling carrier is before the start of the corresponding PDSCH on the scheduled carrier.
Proposal C 5: UE shall report the minimum k0 threshold that it can support in UE capability. UE expects it would not be scheduled with k0 smaller than the minimum k0 threshold for cross-carrier scheduling with CIF.
Proposal C 6: If the indicated k0 for cross-carrier scheduling is smaller than the minimum k0 threshold, the DCI is considered invalid.
Proposal C 7: The minimum k0 threshold should be taken into account when applying the aperiodic CSI-RS trigger offset in the case of cross-carrier scheduled A-CSI request.
Proposal C 8: For the case where SCC in FR2 does not have a configured CORESET, and is cross carrier scheduled via DCI from a different carrier, the DCI shall carry the TCI state information for the reception of PDSCH. In addition, the offset between the reception of DL DCI and DL PDSCH should be greater than the threshold Threshold-Sched-Offset.
Proposal C 9: The minimum k0 threshold should be greater than or equal to Threshold-Sched-Offset.
Proposal C 10: For cross-carrier scheduling where a smaller SCS carrier schedules a larger SCS carrier, the maximum number of valid DCI supported in a slot on the scheduling carrier, denoted as m, is reported to the network as UE capability.
Proposal C 11: For Rel-15, m is at most 8, which is the minimum to achieve continuous DL-data-only scheduling from 15kHz to 120kHz carrier.
Proposal C 12: Update the list of values for K0 which can be configured by RRC to {0,1,2,3,4,5,6,7,8,10,16,20,32}

Bandwidth parts:
Observation B 1: When initial DL BWP is reconfigured by RMSI, CORESET#0 and associated SS remains unchanged.
Observation B 2: When initial DL BWP is reconfigured by RMSI, the reference point for PDCCH DMRS can remain the same, i.e., PRB0 of CORESET#0.
Observation B 3: RAN1 needs to decide how to determine DCI format 0_0 and 1_0 size including frequency domain RA field size, when initial DL BWP is reconfigured by RMSI.

Proposal B 1: SI, paging, message 2 and 4 reception should remain bandwidth-limited by CORESET#0 bandwidth even if initial DL BWP is reconfigured.
Proposal B 2: RAN1 should consider using CORESET#0 bandwidth instead of initial DL BWP for determining the max number of RB and DCI size for PDSCH scheduling by DCI 1_0 in CSS, or USS when the DCI size budget is not fulfilled. This should result in the least functional impact albeit requiring some spec change.
Proposal B 3: For UE feature 6-1, 6-2, 6-3, the constraint on same numerology for all the UE-specific RRC-configured BWPs per carrier also applies to the initial BWP if it is on the same carrier.
Proposal B 4: UE expects explicit configuration of the CORESET and common search space for broadcast SI reception in an active BWP.
Proposal B 5: For Rel-15, for unpaired spectrum and if SRS feature is enabled, do not support the BWP pair configuration where the UL BWP frequency range is not a superset of that of the DL BWP.
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