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1
Introduction
Dynamic multiplexing between eMBB and URLLC traffic in the DL has been well specified so far in Rel-15 standards. However, how to multiplex various traffic in UL is still open. It becomes clear with the outcome from RAN plenary meeting #78 where the scope of RAN1 URLLC work has been extensively discussed and the following agreement was achieved about UL multiplexing between traffics with different reliability requirements [1]. “RAN 1: Study and specify if gains are identified

· Handle UL multiplexing of transmission with different reliability requirements (including the potential need for UL UE pre-emption)“
For the same reasons, the “SID on Physical Layer Enhancements for NR URLLC” (RP-181477), include the following objectives (among others):

· Enhanced multiplexing considering different latency and reliability requirements (RAN1): UL inter UE Tx prioritization/multiplexing 
In this contribution we discuss the concept of a so-called Pause-Resume scheduling solution for inter-UE multiplexing that is particularly attractive to ensure efficient scheduling of latency critical data traffic in the uplink (UL), in a typical setting where users are schedulable in the UL with different effective TTI sizes. Related concepts were proposed by other companies during Rel-15 NR discussions, sometimes referred to as Suspend-Resume scheduling, with some companies proposing only Pause/Suspend (i.e. without resuming), etc.
The contribution is organized as follows: In Section 2 we outline the problem solved by the proposed scheduling solution. Section 3 presents the Pause-Resume scheduling solution for the UL, and Section 4 concludes the contribution with a Proposal for the 5G NR.
Note: this contribution is an updated version of R1-1804618.

2
Addressed Uplink Scheduling Problem
Scheduling of users (a.k.a. per-user radio resource allocation) in the uplink is a complex problem with additional dimensions when considering traffic with highly diverse requirements. For the 5G NR, we assume that the scheduler can multiplex users on a time-frequency grid of radio resources, even allowing scheduling with different TTI sizes. The added freedom to schedule users with different TTI sizes is attractive to allow more accurate per-user adaptation according to the users’ QoS requirements, as well as their radio conditions. Here are a few examples:

· Highly coverage limited users are best scheduled with longer TTIs (e.g. on slots or bundled slots a.k.a. slot aggregation).
· It is desirable to serve Low Latency traffic (incl. URLLC) users with short TTIs to fulfil their strict latency requirements (e.g. using mini-slots of 2-symbols)
· eMBB users are most efficiently served with medium to long TTIs depending on the exact application, etc.

Now let us assume a fully loaded cell with majority of the offered traffic coming from eMBB, while a smaller fraction of the offered traffic originate from URLLC. In order to have high trunking efficiency and full radio resource usage, the scheduler will allocate all available uplink transmission resources to eMBB users, during times when there are no pending URLLC transmissions. This implies that when the need for URLLC transmission(s) suddenly occurs, the scheduler will in principle have to wait until the ongoing uplink eMBB transmissions are completed, where-after it can then schedule the pending URLLC traffic. However, this tends to violate the QoS requirement of low latency for URLLC use cases, and hence is considered sub-optimal, or even a non-acceptable solution. Alternatively, the scheduler could just schedule the URLLC transmissions on radio resources already used by ongoing eMBB transmissions; however, also that alternative solution is not attractive as this will jeopardize the QoS requirement of ultra-reliability for URLLC due to interference from ongoing eMBB transmissions. A third alternative would be to reserve some guaranteed resources for urgent URLLC transmissions. However, also that solution is unattractive as it would result in wasted radio resources during time periods with no pending URLLC transmissions.
The addressed problem is summarized by the following set of observations:

· Observation 1: For efficient usage of the air interface resources, it is desirable to use a single pool of resources to be dynamically shared by all types of traffic, eMBB and URLLC.

· Observation 2: Queuing a latency critical transmission (incl. URLLC) after ongoing eMBB transmissions may not allow the URLLC transmission to meet its latency requirements.

· Observation 3: Transmitting a URLLC packet at the same time and on the same resources as an ongoing eMBB transmission may not allow the URLLC transmission to meet its reliability requirements.

We therefore propose an enhanced uplink scheduling functionality, which allows putting ongoing eMBB uplink scheduled transmissions on pause to allow quick scheduling of short URLLC transmissions. The paused eMBB uplink transmission is afterwards resumed. Thus, we essentially propose an enhanced uplink scheduling mechanism that quickly unleashes uplink transmission resources for latency critical transmissions such as URLLC. Note that some eMBB traffic can also be latency critical, so the solutions we present in the following – although illustrated for the URLLC use case – are supposed to be generally applicable for the scheduler for scheduling of any traffic that is latency critical. 
3
Pause-Resume Scheduling Mechanism for Inter-UE Multiplexing
The gNB is in charge of scheduling users in its cell. The uplink scheduling is conducted by sending scheduling grants in the downlink to the users. Among others, the scheduling grant includes pointers to time-frequency uplink resources that the users shall use for UL transmission. The gNB can chose to schedule users with different TTI sizes; e.g. on multi-slot, slot, or mini-slot resolution given the options/constraints offered by the 5G NR flexible frame structure. 

What we propose additionally is the following:

1. An gNB can choose to configure eMBB users that are scheduled in the UL over one or multiple slots to still monitor for DL physical control channel carrying the scheduling grants in the start of every mini-slot (or a sub-set of those) during the ongoing UL transmission. This is possible for FDD mode, while being not applicable for TDD mode as UEs will either transmit or receive at a given point in time.
a. It is expected that URLLC (or other low latency constraint communication) traffic has more opportunities to transmit scheduling grants in time than eMBB traffic in order to satisfy its stringent latency requirement. This approach would require eMBB users to also monitor the scheduling opportunities corresponding to URLLC traffic during its own UL transmissions (not outside UL transmissions).
2. If a need for urgent scheduling (e.g. of an URLLC user) occurs, the gNB can choose to send a pause-resume signalling message to one or multiple users that have an ongoing UL transmission that overlaps with the resources that the gNB intends to use for URLLC transmissions.
3. The pause-resume signaling message informs the UE(s) to put its ongoing uplink transmission on pause for a short duration, where-after it shall continue (resume) its uplink transmission.

a. This approach assumes that these eMBB UE has the capability to monitor the DL control channel more frequently, and the processing time for the DL control is comparable to that of URLLC UEs. In this case, the pause-resume signaling message can be sent in the same symbol(s) as the UL grant for URLLC.

b. Note that the pause-resume signaling is sent in parallel with the scheduling grant to the URLLC user.
4. The pause-resume signaling message is assumed to be sent on PDCCH, being either (group-)common or UE-specific. 

The proposed mechanism is illustrated in Fig. 1 and Fig. 2. In this particular example, the gNB first schedules an eMBB user to transmit with a long TTI size that equals an integer number of mini-slots or slots. The eMBB UEs starts the corresponding scheduled transmission. During that transmission, the eMBB UE receives a pause-resume message, stopping the ongoing eMBB transmission for one mini-slot (or slot), while afterwards resuming the eMBB transmission to transmit the last two subframes of the TTI. During the mini-slot (or slot) where the ongoing eMBB transmission is put on pause, the gNB schedules the latency critical URLLC transmission. 
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Fig. 1: Schematic illustration of the basic principle of the Pause-Resume scheduling mechanism for the uplink.
Fig. 2 illustrates the an example of the corresponding gNB-UE signaling flow diagrams, for the case where a longer ongoing UL transmission from an eMBB UE is put on pause to immediately unleash UL transmission resources for a more urgent URLLC transmission. Note that the downlink signaling for scheduling the URLLC UE and the Pause-Resume signaling to the eMBB UE happens in parallel. Hence, the Pause-Resume mechanism does not impose any additional delays for the scheduling of the URLLC UE.  
The benefits of the Pause-Resume scheduling mechanism are clear: It allows the gNB scheduler to quickly unleash cell resources for urgent uplink transmissions, by temporarily putting ongoing longer transmissions on standby, such as e.g. eMBB. This is advantageous to meet the challenging latency and ultra-reliability requirements e.g. URLLC. 

It should be noted that in the presentation of the Pause-Resume scheduling method, we have explained the concept using the traffic types eMBB and URLLC. However, the Pause-Resume scheduling method is not restricted to those traffic types only, but should be generally available. As an example, some eMBB traffic may also be latency critical (gaming is one such example, as well as UL TCP Ack’s), and the term URLLC could be used also in the broader scope to also cover latency targets longer than 0.5 ms and 1.0 ms. 
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Fig. 2: Schematic illustration of gNB-UE signaling flow diagrams for the proposed Pause-Resume scheduling method.
The cost of the proposed the Pause-Resume Scheduling mechanism for the terminal is as follows: The UE eMBB configured to operate with Pause-Resume needs to monitor for (say in every slot or  mini-slot) DL control channel receptions while it is transmitting in the UL. The effort for the UE to monitor for DL control channel transmissions has a cost in terms of power consumption. However, one should keep in mind that when the UE is transmitting in the UL, the UE power consumption is dominated by the UE transmission, rather than by the UE reception (and control channel search effort). Secondly, it should be kept in mind that the UE may be scheduled frequently in the downlink, and hence anyway will be monitoring for DL control channel transmissions (PDCCH), independent on whether the Pause-Resume Scheduling mechanism is enabled. Finally, according to Step 1 of Pause-Resume Scheduling, the network typically only will enable a subset of the eMBB UEs per cell that are operated with long UL transmissions. So in conclusion, we assess that the proposed Pause-Resume Scheduling mechanism has an attractive Benefits vs. Cost ratio.   
Based on this, we propose:

Proposal 1: A network-controlled uplink scheduling mechanism allowing to put longer ongoing uplink transmissions on temporary standby (i.e. Pause followed by Resume) should be standardized for NR Rel-16 to enable quickly unleashing uplink transmission resources for latency critical traffic. 

Proposal 2: The solution encompass the following mechanisms:
a) The gNB can configure some UEs (e.g. eMBB UEs) with higher-layer signaling to monitor for pause-resume messages while transmitting in the uplink, and temporarily stop an ongoing uplink transmission if requested to do so by the gNB.
b) The gNB-to-UE signaling of the pause-resume message is at least to include the timing of the PUSCH pausing as well as timing of the PUSCH resume (incl. the option of no-resume / suspend). Details on the related signaling including group-common versus UE-specific PDCCH are FFS. 
4
Conclusion
This contribution addresses the issue of efficient resource sharing on uplink between URLLC and other applications such as eMBB for both inter-UE and intra-UE scenarios. We have the following observations:

· Observation 1: For efficient usage of the air interface resources, it is desirable to use a single pool of resources to be dynamically shared by all types of traffic, eMBB and URLLC.

· Observation 2: Queuing a latency critical transmission (incl. URLLC) after ongoing eMBB transmissions may not allow the URLLC transmission to meet its latency requirements.

· Observation 3: Transmitting a URLCC packet at the same time and on the same resources as an ongoing eMBB transmission may not allow the URLLC transmission to meet its reliability requirements.

To address the issue, we propose the following as a solution:
Proposal 1: A network-controlled uplink scheduling mechanism allowing to put longer ongoing uplink transmissions on temporary standby (i.e. Pause followed by Resume) should be standardized for NR Rel-16 to enable quickly unleashing uplink transmission resources for latency critical traffic. 

Proposal 2: The solution encompass the following mechanisms:
a) The gNB can configure some UEs (e.g. eMBB UEs) with higher-layer signaling to monitor for pause-resume messages while transmitting in the uplink, and temporarily stop an ongoing uplink transmission if requested to do so by the gNB.
b) The gNB-to-UE signaling of the pause-resume message is at least to include the timing of the PUSCH pausing as well as timing of the PUSCH resume (incl. the option of no-resume / suspend). Details on the related signaling including group-common versus UE-specific PDCCH are FFS. 
It should be noticed that the proposed pause-resume scheme is naturally only feasible for FDD  (as the UE should be able to received signaling messages from the gNB while transmitting in the uplink), and in particularly is considered to have relevance for sub-6GHz macro-cellular type of scenarios.
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