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Introduction
In previous RAN1 meetings, the following agreements were made:
Agreement #1(RAN1 #91):
· For value of X:
· For below 3GHz:  X = 2
· For above 3GHz and below 6GHz: X = 4
· For above 6GHz: X = [8]

Agreement #2(RAN1 AdHoc 1801):
· Confirm working assumption of maximum of 8 RLM-RSs for FR2 that can be configured for a UE

Agreement #3 (RAN1 AdHoc 1801, MIMO session): 
· From RAN1 perspective, contention-free PRACH-based beam failure recovery is considered unsuccessful when one of the following conditions is met
· Upon expiry of Beam-failure-recovery-Timer 
· Upon reaching max. # of BFRQ transmissions
Include as part of LS to RAN2
Agreement #4 (RAN1 AdHoc 1801, MIMO session): 
Behavior of Beam-failure-recovery-Timer
· Start Beam-failure-recovery-Timer upon beam failure detection event declared by UE
· Stop Beam-failure-recovery-Timer upon reception of gNB response for beam failure recovery request transmission
Include as part of LS to RAN2

In this contribution, we address remaining issues for radio link monitoring.
[bookmark: _Ref178064866]Discussion
RLM and intra-cell mobility
Agreements #1 and #2 clarify the number (X) of RLM-RS resources that can be configured for RLM and summarized in Table 1, together with the maximum number of SSBs per cell (L).
	Carrier frequency (f)
	Maximum number 
of per cell SSBs (L)
	Maximum number 
of RLM-RSs (X)

	f ≤ 3GHz
	4
	2

	3GHz < f ≤ 6GHz
	8
	4

	F > 6GHz
	64
	8


[bookmark: _Ref506453044]Table 1: Maximum number of SSBs for different carrier frequencies.
From Table 1, it is clear that the number of RLM-RSs may be smaller than the number of SSB beams possibly providing cell coverage. In Figure 1 this is illustrated for the case of L=8 and X=4 (i.e. for frequencies between 3GHz and 6GHz). Then, if the UE moves within the coverage of that cell, the beams to be used for RLM may need to be re-configured, otherwise the UE would possibly start generating OOS events (and possibly declare RLF) even though the UE is still under cell coverage. Since the NW has means to track the UE within the whole coverage area of the cell on L1/L2, the UE may experience quite high data rates.
 [image: ]
[bookmark: _Ref506453508]Figure 1 Scenario for frequencies between 3GHz and 6GHz where L=8 and X=4 where the UE moves within a cell.
Without any action on the NW side, the UE may then declare RLF, which is clearly undesirable. Since the current agreements state that the RLM-RS are configured using RRC, this would mean that RRC would need to be involved to handle the UE mobility within the cell. This is also undesirable, and it even contradicts RAN2 assumptions on mobility.
[bookmark: _Toc506469854]Due to the relatively small number of RLM-RSs, intra-cell mobility may require RRC involvement to avoid RLF, which contradicts RAN2 assumptions.
To solve this issue, we propose to rely on MAC CE activation of RLM-RS resources, similar to how TCI states are activated in beam management. The UE would only be required to perform RLM on RLM-RS resources, which have been activated by MAC CE. The NW would then configure the UE with a larger number of RLM-RS resources, but then only activate X out of these RLM-RSs. We thus have the following three proposals:
[bookmark: _Toc506470603]Introduce the possibility to activate RLM-RS resources using MAC CE.
[bookmark: _Toc506470604]The UE is only required to monitor up to X activated RLM-RS resources.
[bookmark: _Toc506470605]Increase the maximum number of configured RLM-RS resources to be equal to the maximum number of SS/PBCH blocks per cell.
Before any RLM-RSs have been activated by MAC CE, the UE is not required to perform RLM. The actual MAC CE signalling details can be left to RAN2.
One alternative modification of the RLM procedure, which addresses the same issue is described in [3]. In this contribution, it is proposed that the UE would perform RLM based on an RS which is implicitly defined by the RS in the active TCI state of the PDCCH. The problem with that approach is that is not directly applicable for sub6 operation, e.g., for the scenario shown in Figure 1. A straightforward extension of the TCI framework to this case would also put additional requirements on the RSs in the TCI states. For instance, it is likely that the first RS in a TCI state will contain a TRS configuration, for which RLM is not defined. Furthermore, the solution in [3] will not work when the system operates without beam indication. 
Reduced indication periodicity
In [2], the indication periodicity of the RLM indications is described.
Extract from 38.213, section 5:
The UE determines the indication period as the maximum between the shortest periodicity for radio link monitoring resources and 10 msec.

The choice of 10ms as the indication periodicity is a left-over from LTE, where the indication was performed once per radio frame. In LTE, it was relevant to provide indications once per frame, since there was always an RS to perform the measurement on. For NR, this has modified to take the periodicity of the RSs into account, since RS periodicity may be larger than 10ms. Still, indications may be performed once every 10ms, if the RS periodicity is short enough, and the UE would have to be dimensioned for that periodicity. 
In our understanding, having as frequent indications as 10ms is not motivated. Although the evaluation period is not yet settled in RAN4, it is reasonable to assume that it will be larger than 100ms. In that case, providing an indication once every 10ms is for sure unnecessarily complex; note that RLM is meant to capture only slow variations in the propagation conditions anyway. 
To reduce UE complexity for RLM, we propose to increase the minimum periodicity to 20ms. This would limit the maximum complexity of the RLM processing the UE would have to perform:
[bookmark: _Toc506470606]Increase the minimum periodicity of RLM indications to 20ms.
Relation between RLM, RLF, beam failure detection, and beam recovery
In previous RAN1 meetings, there has been some discussion on the relation between radio link monitoring and beam failure detection. These two procedures have some similarities: 
· Both procedures monitor one or more reference signals to estimate control channel quality, using the same criterion.
· Both procedures initiate a random access procedure, under some conditions
In [4], several proposals on interactions between the two procedures are listed. Essentially, the interaction is about providing aperiodic indications to the RLM/RLF procedure based on the outcome of the beam recovery procedure.
Aperiodic indications based on successful beam recovery
Once the UE has performed a successful beam recovery, it has re-established connection with the NW. The NW is again capable of reaching the UE with a PDCCH transmission. In this case, one possibility could be to provide indications to RRC to affect the RLM procedure, e.g., to provide one or more aperiodic in-sync indications to RRC, or even to stop the T310 timer if it is running. 
It should be noted that the information the NW has obtained as a result of the beam recovery procedure can be used to adjust the RLM procedure as well, i.e., to update the RLM-RS resources of the UE. After such an update, the RLM procedure in the UE should start providing in-sync indications which would directly impact RRC, and lead to that the UE avoids RLF. Hence, an explicit impact to the RLM/RLF procedure is unnecessary:
[bookmark: _Toc506469855]In a well-configured system, the indications based on the potentially reconfigured RLM-RS should stop indicating radio link problems after successful beam recovery. Explicit indications from successful beam recovery are thus unnecessary.
On the other hand, such explicit indications are not harmful. 
Aperiodic indications based on unsuccessful beam recovery
Declaring radio link failure is associated with a rather high cost. The UE will perform cell-reselection and perform RRC re-establishment. Due to this high cost, RLF is not declared until the T310 timer expires. The reason for having the timer is that the serving cell may improve without any action from the NW: the UE may simply come out of a coverage hole. In fact, this often happens in today’s LTE deployments.
In agreement #3, RAN1 defined unsuccessful contention-free beam recovery when either of two conditions was fulfilled:
1. The maximum number of beam recovery request transmissions was reached
2. The beam failure recovery timer expired
Condition 1. is similar to a failed random access procedure, which triggers RLF according to the current specification. Here the UE has found a candidate beam which is good enough, but the NW does not respond to the request. 
In addition, condition 2. indicates that there are no candidate beams available that are good enough. However, this fact should not lead to RLF: we are still counting on that the situation will improve without any actions, just as in LTE. Not until T310 expires, the UE should declare RLF. Based on this discussion, we propose
[bookmark: _Toc506470607]Unsuccessful beam recovery should not have any explicit impact on the RLM/RLF procedure. 
RLM based on CSI-RS during C-DRX
Radio link monitoring in C-DRX is described in [2]:
Extract from 38.213, section 5:
In DRX mode operation, the physical layer in the UE shall assess once per indication period the radio link quality, evaluated over the previous time period defined in [10, TS 38.133], against thresholds (Qout and Qin). The UE determines the indication period as the maximum between the shortest periodicity for radio link monitoring resources and the DRX period.

In DRX, the UE is not required to provide indications more often than once during every DRX period. This relaxation has been introduced so that the UE can switch off parts of its hardware outside the ON durations in DRX. 
The UE may be configured to use CSI-RS to perform RLM. As all CSI-RSs are UE-specifically configured, the NW activates them when they are needed. For RLM, it is thus sufficient if the NW transmits the CSI-RS when the UE is actually assessing the radio link quality. For DRX, this would mean during the ON periods. Clearly, by turning off the CSI-RS when it is not needed would reduce resource consumption in the NW. Hence. We propose
[bookmark: _Toc506470608]A UE in DRX may NOT assume that a CSI-RS resource used for radio link monitoring is present outside the active time.
Conclusions
In this contribution, we made the following observations:
Observation 1	Due to the relatively small number of RLM-RSs, intra-cell mobility may require RRC involvement to avoid RLF, which contradicts RAN2 assumptions.
Observation 2	In a well-configured system, the indications based on the potentially reconfigured RLM-RS should stop indicating radio link problems after successful beam recovery. Explicit indications from successful beam recovery are thus unnecessary.

We make the following proposal:
Proposal 1	Introduce the possibility to activate RLM-RS resources using MAC CE.
Proposal 2	The UE is only required to monitor up to X activated RLM-RS resources.
Proposal 3	Increase the maximum number of configured RLM-RS resources to be equal to the maximum number of SS/PBCH blocks per cell.
Proposal 4	Increase the minimum periodicity of RLM indications to 20ms.
Proposal 5	Unsuccessful beam recovery should not have any explicit impact on the RLM/RLF procedure.
Proposal 6	A UE in DRX may NOT assume that a CSI-RS resource used for radio link monitoring is present outside the active time.
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